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Preface

The best method to convey a message from a piece of research in health is 
via a fi gure. The best advice that a statistician can give a researcher is to fi rst 
plot the data. Despite this, conventional statistics textbooks give only brief 
details on how to draw fi gures and display data. The purpose of this book 
is to give advice on the best methods to display data which have arisen from 
a variety of different sources. We have tried to make the book concise and 
easy to read. By displaying data badly one can very easily give misleading 
messages (or hide inconvenient truths) and we try to highlight how con-
sumers of data have to be aware of these problems. We have also included 
advice on displaying data for posters and talks.

Researchers who want to display the results of their studies in fi gures or 
tables particularly for publication in a journal will fi nd this book useful. 
Readers of the research literature, who wish to critically appraise a piece of 
work will fi nd useful tips on interpreting fi gures that they encounter. People 
who have to deliver a talk or a conference presentation should also fi nd 
good advice on displaying their results.

We would like to thank Mary Banks and Simone Dudziak from Blackwell 
for their patience and advice.

Jenny V. Freeman
Stephen J. Walters

Michael J. Campbell
Medical Statistics Group, ScHARR, Sheffi eld

June 2007
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Chapter 1 Introduction to data display

1.1 Introduction

This book has arisen from our extensive experience as researchers and teach-
ers of medical statistics. We have frequently been appalled by the poor quality 
of data display even in major medical journals. While there is already a wealth 
of information about how to display data, it is scattered across many sources. 
Our purpose in writing this book is to bring together this information into 
a single volume and provide clear accessible advice for both researchers, and 
students alike.

Well-displayed data can clearly illuminate and enhance the interpretation 
of a study, while badly laid out data and results can obscure the message 
or at worst seriously mislead. Although the appropriate display of data in 
tables and graphs is an essential part of any report, paper or presentation, 
little space is devoted to it in the majority of textbooks. The purpose of this 
book is to address this defi cit and give clear guidelines on appropriate meth-
ods for displaying quantitative information, using both graphs and tables.

There are many different types of graph and table available for displaying 
data; their purposes will be outlined in subsequent chapters. This chapter will 
outline the reasons why it is important to get display right, good principles 
to adhere to when displaying data and the types of data that will be covered
in the rest of the book. The second chapter will cover some of the many
ways in which the display of information can be badly done and the follow-
ing chapters will then unpick these, and give clear guidance on how to do
it well.

1.2 Types of data

To display data appropriately, one must fi rst understand what types of data 
there are, as this determines the best method of displaying them. Figure 1.1 
shows a basic hierarchy of data types, although there are others. Data are either 
categorical or quantitative. Data are described as categorical when they can 
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be categorised into distinct groups, such as ethnic group or disease severity. 
Although categorical data may be coded numerically, for example gender may 
be coded 1 for male and 2 for female, these codes have no intrinsic numerical 
value; it would be nonsense to calculate an average gender. Categorical data 
can be divided into either nominal or ordinal. Nominal data have no natural 
ordering and examples include eye colour, marital status and area of resi-
dence. Binary data is a special subcategory of nominal data, where there are 
only two possible values, for example male/female, yes/no, dead/alive. Ordinal 
data occurs when there can be said to be a natural ordering of the data values, 
such as better/same/worse, grades of breast cancer and social class.

Quantitative data can be either counted or continuous. Count data are 
also known as discrete data and, as the name implies, occur when the data 
can be counted, such as the number of children in a family or the number 
of visits to a GP in a year. Count data are similar to categorical data as they 
can only take discrete whole numbers. Continuous data are data that can 
be measured and they can take any value on the scale on which they are 
measured; they are limited only by the scale of measurement and examples 
include height, weight and blood pressure.

1.3 Where to start?

When displaying information visually, there are three questions one will fi nd 
useful to ask as a starting point (Box 1.1). Firstly and most importantly, it 
is vital to have a clear idea about what is to be displayed; for example, is it 
important to demonstrate that two sets of data have different distributions or 

Count/
discrete Continuous Nominal

Binary

Categorical/
qualitative

Ordinal

Quantitative/
numerical

Data

Figure 1.1 Types of data.
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Box 1.1 Useful questions to ask when considering how to display 
information

• What do you want to show?

• What methods are available for this?

• Is the method chosen the best? Would another have been better?

that they have different mean values? Having decided what the main message 
is, the next step is to examine the methods available and to select an appro-
priate one. Finally, once the chart or table has been constructed, it is worth 
refl ecting upon whether what has been produced truly refl ects the intended 
message. If not, then refi ne the display until satisfi ed; for example if a chart 
has been used would a table have been better or vice versa? This book will 
help you answer these questions and provide you with the means to best
display your data.

1.4 Recommendations for the presentation of numbers

When summarising categorical data, both frequencies and percentages can be 
used. However, if percentages are reported, it is important that the denom-
inator (i.e. total number of observations) is given. To summarise continu-
ous numerical data, one should use the mean and standard deviation, or if 
the data have a skewed distribution use the median and range or interquar-
tile range. However, for all of these calculated quantities it is important to 
state the total number of observations on which they are based.

In the majority of cases it is reasonable to treat count data, such as 
number of children in a family or number of visits to the GP in a year, as 
if they were continuous, at least as far as the statistical analysis goes. Ideally 
there should be a large number of different possible values, but in practice 
this is not always necessary. However, where ordered categories are numbered, 
such as stage of disease or social class, the temptation to treat these numbers 
as statistically meaningful must be resisted. For example, it is not sensible to 
calculate the average social class of a sample or stage of cancer for a group of 
patients, and in such cases the data should be treated in statistical analyses as 
if they are ordered categories.1

Numerical precision should be consistent throughout and summary stat-
istics such as means and standard deviations should not have more than one 
extra decimal place (or signifi cant digit) compared to the raw data. Spurious 
precision should be avoided although when certain measures are to be used 
for further calculations or when presenting the results of analyses, greater 
precision may sometimes be appropriate.2
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1.5 Recommendations for presenting data
and results in tables

There are a few basic rules of good presentation, both within the text of a 
document or presentation, and within tables, as outlined in Box 1.2. Tufte, 
in 1983, outlined a fundamental principle: always try to get as much infor-
mation into a fi gure consistent with legibility. In other words, one should 
maximise the ratio of the amount of information given to the amount of 
ink used.3 Tables, including column and row headings, should be clearly 
labelled and a brief summary of the contents of a table should always be 
given in words, either as part of the title or in the main body of the text.

Box 1.2 Recommendations when presenting data and results in tables

•  The amount of information should be maximised for the minimum amount 

of ink.

•  Numerical precision should be consistent throughout a paper or 

presentation, as far as possible.

•  Avoid spurious accuracy. Numbers should be rounded to two effective 

digits.

•  Quantitative data should be summarised using either the mean and 

standard deviation (for symmetrically distributed data) or the median and 

interquartile range or range (for skewed data). The number of observations 

on which these summary measures are based should be included.

•  Categorical data should be summarised as frequencies and percentages. As 

with quantitative data, the number of observations should be included.

•  Each table should have a title explaining what is being displayed and 

columns and rows should be clearly labelled.

•  Solid lines in tables should be kept to a minimum.

•  Where variables have no natural ordering, rows and columns should be 

ordered by size.

Solid lines should not be used in a table except to separate labels and  
summary measures from the main body of the data. However, their use 
should be kept to a minimum, particularly vertical gridlines, as they can 
interrupt eye movements, and thus the fl ow of information. White space can 
be used to separate data, such as different variables, from each other.4

The information in tables is easier to comprehend if the columns (rather 
than the rows) contain similar information, such as means or standard devi-
ations, as it is easier to scan down a column than across a row.4 However, it 
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is not always easy to do this, particularly when the information for several 
variables is contained in the same table and comparisons are to be made 
between different groups. This will be covered in more detail in Chapter 6. 
In addition, where there is no natural ordering of the rows (or indeed col-
umns), they should be ordered by size (category with the highest frequency 
fi rst, lowest frequency last) as this helps the reader to scan for patterns
and exceptions in the data.4 Table 1.1a shows the frequency distribution 
for marital status for 226 patients with leg ulcers who were recruited to a 
study to assess the effectiveness of specialist leg ulcers clinics compared to 
usual care.5 The categories in this table are ordered alphabetically, whereas 
in Table 1.1b the marital status categories are ordered by frequency making 
it much easier to interpret than Table 1.1a.

1.6 Recommendations for construction of graphs

Box 1.3 outlines some basic recommendations for the construction and use 
of fi gures to display data. As with tables, a fundamental principle is that 
graphs should maximise the amount of information presented for the min-
imum amount of ink used.3 Good graphs have the following four features 
in common: clarity of message, simplicity of design, clarity of text, and 
integrity of intention and action.6 A graph should have a title explaining 
what is displayed and axes should be clearly labelled; if it is not immediately 

Table 1.1 Marital status of 226 patients with leg ulcer recruited to 
a study to assess the effectiveness of specialist leg ulcer clinics using 
4-layer compression bandaging compared to usual care5

 Frequency Percent

(a) Unordered rows
Divorced/separated  11   4.9
Married 104  46.0
Single  25  11.1
Widowed  86  38.1

Total 226 100.0

(b) Ordered rows
Married 104  46.0
Widowed  86  38.1
Single  25  11.1
Divorced/separated  11   4.9

Total 226 100.0
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obvious how many individuals the graph is based upon, this should also be 
stated. Gridlines should be kept to a minimum as they act as a distraction 
and can interrupt the fl ow of information. When using graphs for presenta-
tion purposes care must be taken to ensure that they are not misleading; an 
excellent exposition of the ways in which graphs can be used to mislead can 
be found in Huff.7 Figure 1.2 shows a bar chart of the marital status data 
from Table 1.1 displayed using these principles. It includes a clear title (with 
the sample size), labelled axes, no gridlines and the marital status categories 
are ordered by their frequency.

Box 1.3 Guidelines for constructing graphs

•  The amount of information should be maximised for the minimum amount 

of ink.

•   Each graph should have a title explaining what is being displayed.

•  Axes should be clearly labelled.

• Gridlines should be kept to a minimum.

• Avoid three-dimensional graphs as these can be diffi cult to read.

• The number of observations should be included.

Married
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20

40

60

80
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eq

ue
nc

y

100

120

Widowed Single Divorced/separated

Marital status

Figure 1.2 Bar chart of marital status for 226 patients recruited to the leg ulcer 
Study.5
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1.7 Table or graph?

A fundamental point to consider is whether to use a table or graph (see 
Box 1.4). We defi ne a table as a display of numbers in a rectangular grid, 
and a graph or chart as a picture in which the numbers are represented by 
points or lines. Plotting data is a useful fi rst stage to any analysis and will 
show extreme observations together with any discernible patterns. In addi-
tion the relative sizes of categories are easier to see in a diagram (bar chart 
or pie chart) than in a table. Graphs are useful as they can be assimilated 
quickly, and are particularly helpful when presenting information to an 
audience. Tables can be useful for displaying information about many 
variables at once, while graphs can be useful for showing multiple observa-
tions on groups or individuals. Although there are no hard and fast rules 
about when to use a graph and when to use a table, in the context of a 
report or a paper it is often best to use tables so that the reader can scrut-
inise the numbers directly. Thus, for a talk or presentation, Figure 1.2 would 
be a good method of displaying the data. However, for a printed report or 
paper, Table 1.1b conveys the data more accurately and succinctly.

1.8 Software

No single package can draw all the graphs necessary for displaying data. 
Simple graphs can be drawn in Microsoft Excel. However, you should be 
aware that some of the default settings are not ideal (see Chapter 2). For 
more complex graphs, any of the major statistical packages – STATA, SPSS 
or SAS – are useful. S-Plus is particularly good for superimposing several 
graphs into a single fi gure. In drawing the graphs for this book a variety 
of packages were used, although many were drawn in the specialist pack-
age Sigmaplot (Systat Software Inc 24, Vista Centre, 50, Salisbury Road, 
Hounslow, TW4 6JQ, London). Packages change regularly so we have not 
given explicit instructions on how to draw individual graphs in particular 
packages. The book simply outlines good practice for displaying data.

Box 1.4 Graph or table

Graph Table

Usually better in presentations Often better in papers

Can often show all the data Usually can only show summaries

Usually show only a few variables Better for multiple variables
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Summary

• The purpose of any attempt to present data and results, either in a presen-
tation or on paper is to communicate with an audience.

• In the following chapters key methods using both graphs and tables will 
be outlined so that by the end of this book you should have the skills and 
knowledge to display your data appropriately.

• In addition, you will be able to distinguish between bad graphs and good 
graphs and know how to transform the former into the latter and you 
should be able to distinguish between a bad table and a good table and be 
able to transform the former into the latter.

• A variety of software packages is available for drawing graphs. In order to 
draw all of the graphs outlined in this book you will need to use several 
packages.

References

1 Freeman JV, Walters SJ. Examining relationships in quantitative data (inferential 
statistics). In: Gerrish K, Lacey A, editors. The research process in nursing, 5th ed. 
Oxford: Blackwell; 2006, pp. 454–74.

2 Altman DG, Bland JM. Presentation of numerical data. British Medical Journal 
1996;312:572.

3 Tufte ER. The visual display of quantitative information. Cheshire, Connecticut: 
Graphics Press; 1983.

4 Ehrenberg ASC. A primer in data reduction. Chichester: John Wiley & Sons; 2000.
5 Morrell CJ, Walters SJ, Dixon S, Collins K, Brereton LML, Peters J, et al. Cost effec-

tiveness of community leg ulcer clinic: randomised controlled trial. British Medical 
Journal 1998;316:1487–91.

6 Bigwood S, Spore M. Presenting numbers, tables and charts. Oxford: Oxford 
University Press; 2003.

7 Huff D. How to lie with statistics. London: Penguin Books; 1991.
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Chapter 2 How to display data badly

2.1 Introduction

There are a great many ways in which data can be badly displayed and this 
chapter outlines some of the more common errors. This topic is covered in 
greater depth by Huff in his classic text ‘How to lie with Statistics’, in which 
he lays out the numerous ways in which poorly displayed data can be used 
to mislead.1 A further useful reference is Wainer.2

2.2 Amount of information

One of the easiest ways to display data badly is to display as little informa-
tion as possible. This includes not labelling axes and titles adequately, and 
not giving units. In addition, information that is displayed can be obscured 
by including unnecessary and distracting details.

Consider the following simple data set resulting from a survey of students 
(Table 2.1).

Table 2.1 Height of 10 students 
(in centimetres)

 Men Women

 175 179
 180 160
 171 165
 175 170
 185 174

A common way to display these data badly is to present the means for 
each group and their associated standard errors using a bar chart with error 
bars, so called ‘dynamite plunger plots’ as shown in Figure 2.1.
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This chart violates many of the recommendations of Chapter 1 and yet is 
commonplace. While only four pieces of information are displayed (group 
means and their standard errors) much ink is wasted drawing the bars. The 
scale begins at the origin, so that the variability of the data is compressed 
into a small area. The Y-axis is not clearly labelled as there is no indication 
of the scale and no information about the number of observations in each 
group. Most importantly for these data, the raw data are hidden behind a 
summary statistic. It may be that the purpose of displaying these data is 
to compare the group means, in which case a better way would be sim-
ply to report these statistics in the text. However, if the reason for display-
ing data such as these is to compare the spread of values in the two groups, 
the standard errors for the individual means are of little use and you
are better just showing the actual data, using a dot plot as described in 
Chapter 4.

It is possible to become even more obscure by using a three-dimensional 
chart and vertical axis that does not start at zero as shown in Figure 2.2.

We have now succeeded in showing only two pieces of information (the 
mean values of height for men and women) and also managed to obscure 
them by gratuitously making the chart three dimensional. Furthermore, the 
difference in mean height between the male and female students has been 
exaggerated by making the Y-axis start at 164 cm.

200
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Figure 2.1 Mean and standard error bars of data in Table 2.1 displayed using a bar 
chart.
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2.3 Suppress the origin or change the baseline

A frequent means of exaggerating trends over time is to suppress the origin. 
This type of error creates the ‘gee-whiz’ graph for showing trends.1 Table 2.2
contains the age-standardised death rates for women, in England and Wales, 
from lung cancer for the years 1998–2004.3 By starting the Y-axis at 282 
deaths per million, a relatively small decrease from 291 to 284 deaths per mil-
lion looks very dramatic. The type of graph displayed in Figure 2.3 is common 
and shows an apparently large change, whereas the actual decrease represents 
a fall of about 2.4% over a 7-year period.

164
Men Women

166

168

170

172

174

176

178

Figure 2.2 Three-dimensional bar chart of data in Table 2.1.

Table 2.2 Age-standardised death rates from lung cancer (per million) for
women in England and Wales for the years 1998–2004, using the European
Standard Population3

Year 1998 1999 2000 2001 2002 2003 2004

Death rate 291 289 285 283 284 285 284
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The baseline that groups are compared to can be further obscured in other 
less deliberate ways than by simply changing the origin. Figure 2.4 shows the 
age-standardised death rates from different causes in the UK from 1996 to 
2005, for women. The death rates from the different causes have been stacked 
on top of each other for each year. In practice only the deaths from COPD 
and the total deaths from all seven causes can be compared simply over time. 
This is because the baseline for the other causes changes with time. It is diffi -
cult to decide for the majority of other causes whether there are any changes 
over time (with the possible exception of cerebrovascular disease and heart 
disease). These data might be more usefully displayed by presenting the dif-
ferent rates as different lines, with the same Y-axis, as shown in Figure 2.5.

2.4 Don’t order the data by value

For categorical data with no intrinsic order to the categories, a particu-
larly good way to obscure any patterns in the data is to order the categories
arbitrarily, for example alphabetically. Figure 2.6 shows the population size, 
in 2004, for 20 European countries.4 The countries are displayed in alpha-
betical order. In this case, while the most populous country, Germany, can 
be readily seen, for countries of similar sizes, such as France, Italy and the 
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Figure 2.3 Age-standardised death rates from lung cancer (per million) for women 
in England and Wales for the years 1998–2004, using the European Standard 
Population.3



How to display data badly  13

Figure 2.4 Age-standardised death rates from different causes in the UK by year 
(1996–2005), for women; death rates stacked on top of each other cumulatively.3
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Figure 2.5 Age-standardised death rates from different causes in the UK by year 
(1996–2005), for women; death rates plotted individually.3
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UK, it is not immediately obvious which has the largest population. It would 
be better to order these data by size as shown in Figure 2.7, where it can be 
easily seen that of the three countries mentioned above, Italy has the small-
est population, France the largest and the UK lies between these two.5 It then 
becomes much clearer how each country relates to the others in Europe with 
respect to population size.
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2.5 Use images to show linear contrasts

Figure 2.8 shows a chart contrasting the average earnings of UK doctors and 
nurses, by using symbols, money bags in this case, to represent the actual 
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Figure 2.6 Population (in millions), in 2004, for 20 European countries ordered by 
alphabetically.4

Figure 2.7 Population (in millions), in 2004, for 20 European countries ordered by size.4
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data values.6 This type of chart is a particular favourite of newspapers. 
Rather than displaying the actual numbers, solid fi gures or images are used 
instead. While this again produces the ‘gee-whiz’ graph it should be discour-
aged for scientifi c work because the eye automatically contrasts areas rather 
than the heights of the symbols, and area increases as the square of height 
and thus makes the contrast more impressive. These fi gures are best dis-
played by giving the actual numbers.

Summary

In order to display data badly you need to:
• Display as little information as you can.
• Obscure what information you do show with distracting additions (also 

known as chart junk).
• Use a poor scale or suppress the origin.
• Use pseudo-three-dimensional charts.
• Use colour or pattern gratuitously.
• Use symbols or images of different sizes to represent the frequencies for 

different groups.

References
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Figure 2.8 UK average earnings (in £s), in 2004, of qualifi ed nurses/midwives 
compared to doctors in training and their equivalents.6
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Chapter 3 Displaying univariate 
categorical data

3.1 Describing categorical data

This chapter will concentrate on appropriate ways of displaying categorical 
data; that is data that can be categorised into groups, such as blood group 
or disease severity.

An initial step when describing categorical data is to count the number 
of observations in each category and express them as percentages of the 
total sample size. For example, Table 3.1 contains categorical data from
a self-completed postal questionnaire survey of new mothers approxi-
mately 8 weeks post delivery.1 One of the questions the mothers were asked 
was ‘What kind of delivery did you have?’ To display categorical data such 
as these we can use either pie charts or bar charts. Note that these catego-
ries are ordered by size: it is immediatly obvious which are the most/least 
frequent categories.

Table 3.1 Self-reported type of delivery for new mothers (n � 3221)1

What kind of delivery? Number in each category (%)

Normal vaginal delivery 2221   (69.0)
Emergency caesarean section  434   (13.5)
  (once labour had started)
Planned caesarean section  251   (7.8)
Ventouse (vacuum extractor)  210    (6.5)
Forceps delivery   89   (2.7)
Vaginal breech delivery   16    (0.5)

Total 3221 (100.0)

3.2 Pie charts

Figure 3.1 displays the data in Table 3.1 as a pie chart (so-called because it 
resembles a pie cut into pieces for serving). Each segment in the pie chart 
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represents an individual category. The area displayed for each category is pro-
portional to the number in that category. A pie chart is constructed by dividing 
a circle into sectors, with each sector (or segment) representing a different cat-
egory. The angle of each segment is proportional to the relative frequency for
that segment. This angle is calculated by multiplying the proportion in each 
category by 360 (as there are 360 degrees in a circle) to give the correspond-
ing angle in degrees. This is demonstrated in Table 3.2. If you regard the chart 
as a clock then it is good practice to always start at 12 o’clock and proceed in
a clockwise direction around the circle. Where there is no natural ordering to 
the categories it can be helpful to order them by size,2 as this can help you to 
pick out any patterns or compare the relative frequencies across groups. As it 
can be diffi cult to discern immediately the numbers represented in each of 
the categories it is good practice to include the number of observations on 
which the chart is based, together with the percentages in each category.

While it is possible to use different colours to distinguish between the dif-
ferent groups, colour should be employed with caution. A photocopy of the 
chart may have different colours appearing the same which makes it hard to 

Normal vaginal delivery (69%)

Emergency caesarean section (13.5%)

Planned caesarean section (7.8%)

Forceps delivery (2.8%)

Ventouse (6.5%)

Vaginal breech delivery (0.5%)

Figure 3.1 Pie chart of self-reported type of delivery for all new mothers, using 
shading to distinguish between different categories (n � 3221).1
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distinguish between the categories. An alternative would be to use different 
patterns, but again this should be done carefully as different patterns can 
have the effect of making the chart look very busy (as shown in Figure 3.2). 
It is safest to use different shades of the same colour to represent different 
groups, as has been done in Figure 3.1.

Table 3.2 Calculations for a pie chart of type of delivery for new mothers1

What kind of delivery? Proportion in  Angle of the
 category (P) segment (P*360)

Normal vaginal delivery 0.690 248.4
Emergency caesarean section  0.135  48.6
  (once labour had started)
Planned caesarean section 0.078  28.1
Ventouse (vacuum extractor) 0.065  23.4
Forceps delivery 0.027   9.7
Vaginal breech delivery 0.005   1.8

Total 1.000 360

Figure 3.2 Pie chart of self-reported type of delivery for all new mothers (n � 3221), 
using pattern to distinguish between different categories.1

Normal vaginal delivery (69%)

Emergency caesarean section (13.5%)

Planned caesarean section (7.8%)

Forceps delivery (2.8%)

Ventouse (6.5%)

Vaginal breech delivery (0.5%)
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Generally pie charts are to be avoided, as they can be diffi cult to interpret 
particularly when the number of categories is greater than fi ve. Small pro-
portions can be very hard to discern, as is the case for vaginal breech delivery 
here. In addition, unless the percentages in each of the individual categories 
are given as numbers it can be much more diffi cult to estimate them from a 
pie chart than from a bar chart, as described in the next section.

3.3 Bar charts

A better way of displaying categorical data than a pie chart is to use a bar 
chart, such as Figure 3.3. The categories for the different methods of delivery 
are listed along the horizontal axis, while the number in each category is on 
the vertical axis. As with pie charts the area displayed for each category should 
be proportional to the number in that category. Although the vertical scale 
for this graph is the frequency, this could easily be rescaled to percentages. 
There are advantages to both types of scale and the shape of the resultant
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Figure 3.3 Bar chart of self-reported type of delivery for all new mothers (n � 3221).1
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chart will not be affected by the choice of scale. The advantage of using 
the frequencies is that the numbers in each category on the horizontal (X) 
axis can be readily seen. Using the percentage scale the percentages in each 
category can be easily discerned. Use of the percentage scale facilitates the 
comparison of groups, as in Figure 3.5. Where there is no natural ordering
to the categories it can again be helpful to order them by size.

3.4 Two- or three-dimensional charts?

It is common practice to display data such as that in Table 3.1 as a three-
dimensional bar chart or pie chart (Figure 3.4). However, this should never 
be done as they are especially diffi cult to read and interpret as discussed 
in Chapter 2. The area displayed should be proportional to the relative 
frequencies for each group. However, when the charts are displayed as three 
dimensional this relationship is lost as what is displayed becomes a vol-
ume. Only the front face is proportional to the numbers in the categories 
and so only these should be displayed, as in Figures 3.1–3.3. In particular, 
categories with only a few individuals are given undue weight in three-
dimensional charts as the top face is much more prominent. Consider for 
example the vaginal breech births category in Figure 3.3. There are only 16 

Figure 3.4 Data for all women displayed as three-dimensional charts:1 (a) pie chart 
and (b) bar chart (see over).

(a)

Normal vaginal delivery (69%)

Emergency caesarean section (13.5%)

Planned caesarean section (7.8%)

Forceps delivery (2.8%)

Ventouse (6.5%)

Vaginal breech delivery (0.5%)
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individuals in this category compared to 2221 in the normal delivery category
and so vaginal breech births comprise �1% of births. However this is not 
the impression given in Figure 3.4. Above all else, a graph should be simple 
and accurately refl ect the data so that the reader can easily understand the 
information being conveyed. Neither Figure 3.4 nor b do this and should not 
be used. A fi nal point about three-dimensional bar charts is that it can be 
hard to read the scale, particularly for those bars furthest away from the scale 
markers, as it is not clear whether the scale should be read from the left or 
from the back.

While Figures 3.1 and 3.3 are less visually exciting than Figure 3.4a
and b they are much clearer and less ambiguous and more accurately refl ect 
the data.

3.5 Clustered bar charts

The data in Table 3.1 can be further classifi ed into whether or not the baby 
is the fi rst (primiparous) or subsequent child (multiparous) (Table 3.3). 
It now becomes impossible to present the data as a single pie chart or bar 

Figure 3.4 (Continued.)
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chart. These data are categorised in two ways, by type of delivery and par-
ity, enabling the distribution of delivery type to be compared between those 
women who had no previous children and those who had at least one. Table 
3.3 is an example of a 6 � 2 contingency table with 6 rows (representing type 
of delivery) and 2 columns (representing parity) and it is said to have 12 
cells (6 � 2). More generally, a contingency table with r rows and c columns 
is known as an r by c contingency table and has r � c cells. Type of delivery 
is said to have been cross-tabulated with parity.

The data could be presented as two separate pie charts or bar charts side 
by side but it is preferable to present the data in one graph with the same 
scales and axes to make the visual comparisons easier. In this case they 
could be presented as a clustered bar chart (Figure 3.5). When presenting 
data in this way (as percentages), you should include the denominator for 
each group (total sample size), as giving percentages alone can be mislead-
ing if the groups contained very different numbers of subjects.

It is possible to use different colours to distinguish between the different 
groups, but as with pie charts, it is best to use different shades of the same 
colour to represent different groups. This has been done in Figure 3.5.

Note that the bars and vertical scale now represent the percentage of cases 
rather than the actual number (i.e. the relative frequency). The relative fre-
quency scale has been used rather than the count scale as this enables com-
parisons to be made between the groups when the numbers in each group 
differ, as in this example with parity. If the relative frequency scale is used, it 
is recommended good practice to report the total sample size for each group 
in the legend. In this way, given the total sample size and relative frequency 
(from the height of the bars) it is possible to work out the actual numbers 
of mothers with the different types of delivery. An alternative method would 

Table 3.3 Self-reported type of delivery for new mothers (n � 3221)1

What kind of delivery? Primiparous (%) Multiparous (%)

Normal vaginal delivery  857 (58.1) 1364  (78.2)
Emergency caesarean section   302 (20.5)  132 (7.6)
 (once labour had started)
Planned caesarean section  72  (4.9)  179 (10.3)
Ventouse (vacuum extractor)  162 (11.0)   48  (2.8)
Forceps delivery  76  (5.1)   13  (0.7)
Vaginal breech delivery   7  (0.5)   9  (0.5)

Total 1476 (100.0) 1745 (100.0)
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be to display the data for primiparous and multiparous women separately 
as in Figure 3.6. However, this would be a poor method of display since the 
purpose in plotting the data together is to compare the primiparous and 
multiparous women. This comparison is much less easy with Figure 3.6 and 
so the data should be plotted together as in Figure 3.5.

The clustered bar chart in Figure 3.5 clearly shows that there is a differ-
ence in the self-reported type of delivery experienced by fi rst time mothers 
compared to mothers who already have a child. Primiparous mothers are 
less likely to report a normal vaginal delivery and more likely to report hav-
ing an emergency caesarean section than multiparous women. If the actual 
counts had been used on the vertical axis, then this difference in the propor-
tions between the two groups would not have been as obvious because of the 
different sizes of the two groups (e.g. 1476 primiparous vs. 1745 multiparous 
women).

Figure 3.5 Self-reported type of delivery by parity for mothers at 8 weeks 
postnatally.1
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Figure 3.6 Self-reported type of delivery by parity for mothers at 8 weeks postnatally 
(n � 3221) – this method of display is not recommended:1(a) primiparous and 
(b) multiparous.
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3.6 Stacked bar charts

As the number of groups to be compared increases, a clustered bar chart 
can quickly become very busy and obscure patterns within the data. When 
the number of groups to be compared becomes greater than three or four, 
a better type of bar chart is the stacked bar chart, where the groups are 
arranged on the horizontal axis and the variable being compared between 
the groups is arranged on the vertical axis.

As part of the postal questionnaire survey of new mothers, the women 
were asked their age and what method of feeding they were using. As before, 
these data can be classifi ed in two ways, by maternal age and method of 
infant feeding enabling the feeding method chosen to be compared between 
mothers of different ages as in Table 3.4. These data may be plotted using 
a stacked bar chart (Figure 3.7). As the comparison of interest is between 
women of different ages, age should be on the horizontal axis and method 
of feeding on the vertical axis. From Figure 3.7 it can easily be seen that 
there is a tendency for increasing breast-feeding as maternal age increases, 
with the exception of the oldest mothers. Note that the vertical axis has been 
scaled, from 0 to 100, to represent the percentage in each age group who use 
a particular feeding method.

Table 3.4 Feeding method by maternal age for all women (n � 3211)1

Maternal age n Breast milk Breast and Formula milk
(years)  only (%) formula milk (%) only (%)

�20   270  5.6  6.7 87.8
20–24   574 11.3  7.1 81.5
25–29 1006 17.9  9.4 72.7
30–34   915 25.1 14.3 60.5
35–39   350 27.4 18.0 54.6
40�     96 24.0 12.5 63.5

Totals 3211 19.0 11.2 69.8

As with clustered bar charts it is good practice to include the numbers in 
each category being compared. In addition the different feeding categories 
have been shaded, rather than using either colour or pattern.

The nice feature of stacked bar charts, which is lost in clustered bar 
charts, is that it reminds the reader that since percentages are constrained 
to sum to 100, if one category increases, others perforce must decrease. 
However, as discussed in Chapter 2, one disadvantage of stacked bar charts 
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is that it is diffi cult to compare intermediate categories such as the mixed 
feeding category (both breast & formula milk) in Figure 3.7. In general clus-
tered bar charts are preferable.

Summary of the main points when displaying
categorical data

• Categorical data can be displayed using either pie charts or bar charts.
• Bar charts are preferable to pie charts.
• Use pie charts only for displaying one set of proportions.
• Use clustered bar charts to display two or more sets of proportions.
• Always include the total number of subjects; for cluster or stacked bar 

charts always include the number in each group.
• Never use three-dimensional bar charts or pie charts, they are diffi cult to 

read and can be misleading.
• Different shades of the same colour are best for distinguishing between 

different categories. Colours and patterns to distinguish between different 
groups should be used with caution.

• Discrete or count data can be displayed using bar charts.
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Figure 3.7 Stacked bar chart showing the relative frequency of feeding methods 
between the different age groups.1
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Chapter 4 Displaying quantitative data

This chapter will describe the basic graphs available for displaying quantita-
tive data. As described in Chapter 1 quantitative data can be either counted 
or continuous. Count data are also known as discrete data and as the name 
implies occur when the data can be counted, such as the number of children 
in a family or the number of visits to a GP in a year. Continuous data are 
data that can be measured and in principle they can take any value on the 
scale on which they are measured; they are limited only by the precision of 
the scale of measurement and examples include height, weight and blood 
pressure.

4.1 Count data

Count data can only take whole numbers and the best method to display 
them is using a bar chart. As with categorical data, an initial step is to add 
up the number of observations in each category and express them as per-
centages of the total sample size. For example, Table 4.1 shows data from 
an investigation by Campbell of the effect of environmental temperature on 
the number of deaths attributed to Sudden Infant Death Syndrome (SIDS).1 
The table summarises the numbers of deaths, in England and Wales, from 
SIDS each day over a 5-year period (1979–1983) (n � 1819 days). Figure 4.1 
displays these data using a bar chart. On the horizontal axis are the number 
of deaths per day, going from a minimum of 0 deaths per day to a maxi-
mum of 16 deaths per day, while on the vertical axis is the frequency with 
which these occur during this 5-year period. The vertical scale for this graph 
is the frequency; this could easily be rescaled to percentages. As discussed 
in Chapter 3 there are advantages to both types of scale and the shape
of the resultant chart will not be affected by the choice of scale. Use of 
the percentage scale facilitates the comparison of groups. For example,
if it was of interest to compare England and Wales with Scotland, the
smaller number for Scotland would make comparison more diffi cult if the 
frequency scale were used.
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Table 4.1 Number of deaths from SIDS per day, 
England and Wales, 1979–1983

Number of deaths per day Number of days (%)

  0  121 (6.7)
  1  277 (15.2)
  2  330 (18.1)
  3  307 (16.9)
  4  270 (14.8)
  5  205 (11.3)
  6  127 (7.0)
  7   89 (4.9)
  8   45 (2.5)
  9   20 (1.1)
 10   14 (0.8)
 11    8 (0.4)
 12    4 (0.2)
 13    1 (0.1)
 14 –
 15 –
 16    9 (0.1)

Total 1819 (100.0)
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Figure 4.1 Bar chart showing the distribution of number of sudden infant deaths per 
day for England and Wales, 1979–1983 (n � 1819).1
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Count data are ordered in that there is a natural ordering to the groups: 
2 children in a family is more than 1, and 3 is more than 2 and so on. Thus, 
a bar chart displays the shape of the distribution of the data. This would 
not be obtained from a pie chart. Pie charts should not be used for count 
data as they make no use of the additional information that arises from the 
ordering of the data.

4.2 Graphs for continuous data

A variety of graphs exists for plotting continuous data. The simplest graphs 
are dotplots and stem and leaf plots and they both display all the data. In 
addition there are other graphs which provide useful summaries of the data 
such as histograms and box-and-whisker plots.

4.3 Dotplots

A basic principle for displaying data is ‘above all else display the data’.2 
Dotplots are perfect for following this maxim as each point represents a 
value for a single individual. They are one of the simplest ways of displaying 
all the data. As part of a study examining the cost effectiveness of special-
ist leg ulcer clinics compared to standard district nursing care participants 
were asked their height.3 Figure 4.2a shows dot plots of the heights of the 
participants. Each dot represents the value for an individual and is plotted 
along a vertical axis, which in this case, represents height in metres. Data 
for several groups can be plotted alongside each other for comparison; 
Figure 4.2b shows these data plotted by sex and in this case the differences 
in height between men and women can be clearly seen.

4.4 Stem and leaf plots

Another simple way of showing all the data is the stem and leaf plot. Each 
data point is divided into two parts, a stem and a leaf; the leaf is usually the 
last digit and the stem is the other part of the number. For example, for a 
height of 1.58 m, the leaf would be 8 and the stem would be 1.5. Each data 
point in the sample is thus divided and the results displayed in the form of 
a stem and leaf plot. There is a separate line for each different stem value, 
but within particular stem values the individual leaf values are arranged 
on the same line. The stem is on the left of the plot and the leaves are on
the right. In addition the number of data points in each stem can also be 
displayed on the left. It is easiest to understand by means of an example. 
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Figure 4.2 Dot plots of height of patients in the leg ulcer trial in metres (n � 222):3 
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The heights, in metres, of the fi rst 10 men enrolled into the leg ulcer study 
are as follows:

1.88, 1.78, 1.73, 1.93, 1.85, 1.75, 1.78, 1.78, 1.70, 1.65

Taking the fi rst number of the series above, the stem is 1.8, the leaf is 8 
and the frequency for that row is 1:

Figure 4.3 shows a stem and leaf plot for the heights of all 77 men.
However, in this plot it can be seen that there is a lot of bunching par-

ticularly for the 1.7 stem. In this case and for other plots where there are few 
stems and many individuals in each stem, the stems can be further divided, 
such that each stem line represents a smaller interval. For the present case, 
the stems can be divided to represent intervals of 5 cm as in Figure 4.4.

In all the stem and leaf plots above, the leaves are arranged in the order 
of how the values occur in the data series and these are known as ‘as they 
come’ stem and leaf plots. However, we recommend ordering the values in 

Frequency Stem Leaf

      1 1.8   8

Taking the next height, 1.78:

Frequency Stem Leaf

       1 1.7   8
       1 1.8   8

And the next height, 1.73:

Frequency Stem Leaf

       2 1.7  83
       1 1.8   8

And so on….

Frequency Stem Leaf

       1 1.6 5
       6 1.7 835880
       2 1.8 85
       1 1.9 3
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the individual stems as shown in Figure 4.5. The ordered stem and leaf plot 
contains more information. For example given the sample size of the data set 
it is a simple matter to work out the median. The median value is the middle 
value when the data are ordered, such that half of the observations lie below 
this value and half lie above it and is one of the basic measures of location.4 
In this case there are 77 observations and thus the median is the 39th value 

Figure 4.3 Stem and leaf plot of the height of the male leg ulcer patients, with 
stems of size 10 cm, n � 77.3

Frequency Stem Leaf

  1 1.5 7
 7 1.6 5833385
42 1.7 83588038838883888033553380008883858883350
25 1.8 8535333358888035000003800
  2 1.9 31

Figure 4.4 Stem and leaf plot of the height of the male leg ulcer patients, with stems 
of size 5 cm, n � 77.3

Frequency Stem Leaf

  1 1.55- 7
  3 1.60- 333
  4 1.65- 5885
18 1.70- 303330333300033303
24 1.75- 858888888888558888858885
15 1.80- 333330300000300
10 1.85- 8555888858
  1 1.90- 31

Figure 4.5 Ordered stem and leaf plot of the height of the male leg ulcer patients, 
n � 77.3

Frequency Stem Leaf

  1 1.55- 7
  3 1.60- 333
  4 1.65- 5588
18 1.70- 000000333333333333
24 1.75- 555558888888888888888888
15 1.80- 000000003333333
10 1.85- 5555888888
  1 1.90- 13
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(when the data are ordered), as 38 observations lie below this point and 38 
lie above. Looking at Figure 4.5 it can be seen that the 39th value occurs in 
stem 1.75 and the leaf value corresponding to the 39th value is 8. Thus the 
median for these data is a height of 1.78 m.

A further point to note about these data is the digit preference exhibited; 
all the leaves are either, 0, 1, 3, 5 or 8. The reason is that height was not meas-
ured in the study but provided by the patients. As most were elderly they gave 
height information in feet and inches which was then converted to metric. 
This sort of detailed examination of the data would not be possible from 
a histogram (see next section). A stem and leaf plot resembles a histogram 
turned over onto its side. The advantage of a stem and leaf plot over a his-
togram is that not only does it show the frequency in each stem but that it 
retains the individual values of the data.

4.5 Histograms

A common method for displaying continuous data is a histogram. In order to 
construct a histogram the data range is divided into several non-overlapping
equally sized bins (categories) and the number of observations falling into 
each bin counted. The categories are then displayed on the horizontal axis 
(X-axis) and the frequencies displayed on the vertical axis (Y-axis), as in 
Figure 4.6. As with pie charts and bar charts the area of each bin is propor-
tional to the number of observations in the bin. Occasionally the percent-
ages in each category are displayed on the Y-axis rather than the frequencies 
and it is important that if this is done, the total number of observations that 
the percentages are based upon must be included in the graph. The choice 
of number of categories is important as using too few categories results in 
much important information being lost (Figure 4.6a); too many and any 
patterns are obscured by too much detail (Figure 4.6b). Although there 
are no hard and fast rules about the appropriate number of bins, usually 
between 5 and 15 categories will be enough to gain an idea of the distribu-
tion of the data (Figure 4.6c).

From Figure 4.6c the different peaks for men and women can be clearly 
seen. With these data it is better to display the heights for men and women 
in separate histograms as in Figure 4.7. However, when using histograms
to display data from several groups, it is important to ensure that both 
the axes are on the same scale for all charts. In doing this, it is then pos-
sible to compare directly between groups. If there are different number of 
subjects in each of the groups then it is important that percentages or rela-
tive frequencies are displayed on the vertical (Y-axis) and not the frequen-
cies. For the height data displayed below, several points are immediately 
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Figure 4.6 Histograms of height for leg ulcer patients:3 (n � 222) (a) with only 
6 categories, (b) with 22 categories and (c) with 9 categories (see over).



obvious: there are more women than men; and the peak for men occurs at a 
greater height than for women (about 1.80 m compared to 1.62 m).

The bins or intervals on the horizontal X-axis of the histogram can be 
labelled in a variety of ways. The bars may be labelled by using the mid-
point of the corresponding interval, or by having a label at the start (or end) 
of the interval as in Figure 4.6. For histograms, we recommend that you 
label the horizontal axis, at the start (or end) of each interval, since with this 
method it is easier to work out the width of the interval (as in Figure 4.6). 
Some intermediate interval labels can be omitted, to avoid cluttering up the 
scale, without any noticeably loss of clarity as in Figure 4.6b.

A useful feature of a histogram is that it is possible to assess the distribu-
tional form of the data; in particular whether the data are approximately 
Normally distributed, or are skewed. The Normal distribution (sometimes 
known as the Gaussian distribution) is one of the fundamental distribu-
tions of statistics, and the histogram of Normally distributed data will have 
a classic ‘bell’ shape, with a peak in the middle and symmetrical tails, such 
as that for height for women in Figure 4.7b. Skewed data are data which are 
not symmetrical; positively skewed data have a peak at lower values and a 
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Figure 4.7 Separate histograms for the heights of men and women:3 (a) for men 
(n � 77) and (b) for women (n � 145).
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long tail of higher values (Figure 4.8) while conversely negatively skewed 
data have a long left-hand tail at lower values, with a peak at higher values 
(see Figure 4.9).

Histograms are similar to bar charts in that the variable of interest is dis-
played on the horizontal axis (X-axis) and the frequencies are displayed on 
the vertical axis (Y-axis). However bar charts are used for discontinuous 
data, where the categories are entirely separate while histograms are used 
for continuous data. Thus bar charts have gaps between the categories on 
the horizontal axis in order to emphasise that the categories are completely 
separate, whereas there are no spaces in between the bins for a histogram, as 
the width of these bins can be set by the investigator.

The count data, for the number of deaths from SIDS per day, in Table 
4.1 could also be displayed as a histogram. This is because there are a large 
number of categories (14) of deaths per day and it is reasonable to treat 
such discrete count data as if they were continuous, at least as far as the sta-
tistical analysis goes. However we would recommend count data should be 
displayed using bar charts as opposed to histograms, as the gaps between 
the bars will emphasise that the categories represent discrete whole num-
bers and cannot take intermediate values (e.g. it is not possible to have 1.3 
SIDS per day).
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Figure 4.8 Positively skewed data – histogram of baseline ulcer area (cm2) from leg 
ulcer trial (n � 217).3
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Figure 4.9 Negatively skewed data – histogram of baseline social functioning from 
leg ulcer trial (n � 233).3

4.6 Box–whisker plots

Another extremely useful method of plotting continuous data is a box-and-
whisker or box plot. This is described in detail in Figure 4.10. As with dot 
plots, box plots can be particularly useful for comparing the distribution of 
the data across several groups.

The box contains the middle 50% of the data, with lowest 25% of the 
data lying below it and the highest 25% of the data lying above it. In fact 
the upper and lower edges represent a particular quantity called the inter-
quartile range. The horizontal line in the middle of the box represents the 
median value as described in Section 4.4. The whiskers extend to the largest 
and smallest values excluding the outlying values. The outlying values are 
defi ned as those values more than 1.5 box lengths from the upper or lower 
edges, and are represented as the dots outside the whiskers. Figure 4.10 
shows box plots of the heights of the men and women in the leg ulcer trial.

Similar to dot plots, the gender differences in height are immediately 
obvious from this plot and this illustrates the main advantage of the box 
plot over histograms when looking at multiple groups. Differences in the 
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Figure 4.10 Annotated box plots of height for the leg ulcer patients by sex, showing 
what each of the items displayed mean.3

distributions of data between groups are much easier to spot with box 
plots than with histograms. As a result of what they display (median, inter-
quartile range, spread) they provide a good summary of the data and are 
more useful than dot plots for larger datasets, where a dot plot would look 
rather busy.

Summary

• Display univariate count data using bar charts as opposed to histograms 
unless the number of categories is large enough to be treated as approxi-
mately continuous, in which case a histogram can be used.

• Always display continuous data as dotplots if the sample size per group is 
low (�100 subjects).

• For univariate data a stem and leaf plot can be useful since all the data are 
available in the chart.

• Use histograms to show the distribution of single variables.
• To compare groups, for larger samples (say �50 subjects per group) use 

box–whisker plots.
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Chapter 5 Displaying the relationship 
between two continuous variables

5.1 Introduction
This chapter will concentrate on methods for displaying the relation-ship 
between two continuous variables. A large proportion of statisti-cal analy-
ses are conducted to investigate the relationship between two variables for a 
particular group of subjects. Such analyses have several purposes:
– To assess whether the two variables are associated (correlation).
– To enable the value of one variable to be predicted from any known value 

of the other variable (regression). One variable is regarded as a response 
to the other explanatory variable.

– To assess the amount of agreement between the values of the two vari-
ables. Most commonly this situation arises in the comparison of alterna-
tive ways of measuring or assessing the same thing.

– To diagnose of a disease or a condition (present/absent) using the results 
of a test with a continuous measurement scale.

The statistical method for assessing the linear association between two con-
tinuous variables is known as correlation. The method for predicting the 
value of one continuous variable from another is known as regression. As 
correlation and regression are often presented together it is easy to get the 
impression that they are inseparable. In fact, they have distinct purposes 
and it is relatively rare that one is genuinely interested in performing both 
analyses on the same set of data.

However, when preparing to conduct either analysis it is essential to con-
struct a scatter diagram of the values of one of the variables against the 
values of the other variable. By drawing a scatter diagram one can see imme-
diately whether or not there is any visual evidence of a straight line or linear 
association between the two variables.

5.2 Correlation

Figure 5.1 shows a scatter diagram of the systolic and diastolic blood pres-
sure amongst 96 adults with carotid artery disease aged 42–89 years prior to 
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Pearson correlation r � 0.62 (P � 0.001)

Figure 5.1 Scatter diagram of systolic vs. diastolic blood pressure for 96 patients with 
carotid artery disease.1

surgery. The data come from a randomised-controlled trial which aimed to 
compare outcomes after two forms of surgery (carotid angioplasty (PTA) 
and endarterectomy (CEA)) in patients with symptomatic carotid artery 
disease.1 There appears to be some association between the values of the 
two variables; we can see that there is a tendency for patients with higher 
diastolic blood pressure to have higher systolic blood pressure.

With correlation, it is not important which variable is plotted on the X 
(horizontal) axis and which is plotted in the Y (vertical) axis as what is of 
interest is to see whether as the values of one variable change, the values of 
the other variable change as well. In this example the systolic and diastolic 
blood pressure variables could be plotted on either the X or Y-axis. Either 
variable could cause or infl uence the other. In contrast, if we were interested 
in the relationship between height and weight, then as height to some extent 
determines weight and not the other way round (the weight a person is does 
not determine their height) it is recommended to plot height on the X-axis 
and weight on the Y-axis.

The degree of association, between systolic and diastolic blood pressures in 
this example, can be measured using the correlation coeffi cient. The standard
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method called Pearson’s correlation coeffi cient leads to a quantity called 
r which can take any value from �1 to �1. This measures the degree of 
straight line association between the values of the two variables. It is posi-
tive if higher values of one variable are associated with higher values of the 
other and negative if one variable tends to be low as the other gets higher. 
A correlation of around zero indicates that there is no linear relation between 
the values of the two variables. Clearly, the systolic and diastolic blood pres-
sure variables in Figure 5.1 are positively correlated, and the correlation 
coeffi cient is r � 0.62. Technical details on how to calculate correlation coef-
fi cients are given in Chapter 9 of Campbell, Machin and Walters.2

Figure 5.2 shows the same data, but with the origin (systolic blood pres-
sure of 0 mmHg and diastolic blood pressure of 0 mmHg), included for both 
the X and Y-axis. In this graph there is a large amount of blank space, since 
no patient in this sample has a diastolic blood pressure below 60 mmHg or 
a systolic blood pressure below 100 mmHg. This graph clearly shows that 
the relationship between systolic and diastolic blood pressure is only valid, 
in this sample, for a limited range of diastolic blood pressures between 60 
and 110 mmHg. Rather than waste space, the scales on either the horizontal 
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Figure 5.2 Scatter diagram of systolic vs. diastolic blood pressure for 96 patients with 
carotid artery disease with zero origin for both axes.1
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or vertical axes or both axes can be truncated to refl ect the actual range of 
observations for the two variables in the sample. In these circumstances, as 
Figure 5.1 illustrates, it is good practice to notch or score the truncated axis 
with two parallel line symbols ‘//’ to indicate that the origin or zero value 
for the axis has been omitted.

If the sample consisted of different subgroups for whom it was thought 
that the correlation might differ then it is possible to use different symbols 
and colours for the different subgroups in the scatter diagram. However, if 
colour is used, care should be taken as different colours can appear the same 
when photocopied. For example, the blood pressure data in Figure 5.1 relates 
to 64 men and 32 women. By using different symbols or different colours to 
distinguish between men and women it is possible to see visually whether 
the relationship between the two blood pressure variables is the same in the 
two groups (Figure 5.3). From Figure 5.3, this appears to be the case.
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Figure 5.3 Scatter diagram of systolic vs. diastolic blood pressure for 96 patients with 
carotid artery disease by sex.1

Correlation is often used as an exploratory method for investigating the 
interrelationships among several continuous variables. Simpson describes a 
prospective study in which 98 pre-term infants were given a series of tests 
shortly after they were born, in an attempt to predict their outcome after 
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1 year.3 Measurements recorded include maternal age (in years), birthweight 
(kilograms) and the gestational age (weeks) of the baby.

The correlations between all possible pairs of variables can be done by means
of a correlation matrix as in Table 5.1. In this, the correlation coeffi cients are 
shown in a triangular display similar to the charts in road atlases showing the 
distances between pairs of towns. The graphical equivalent, in Figure 5.4 is 

Table 5.1 Correlation matrix for gestation, maternal age and birthweight for 
98 pre-term babies3

 Gestation (weeks) Maternal age (years) Birthweight (kg)

Gestation (weeks) 1.00
Maternal age (years) 0.01 1.00
Birthweight (kg) 0.81 0.02 1.00

Birthweight (kg)

Gestation (weeks)

Maternal age (years)

Figure 5.4 Scatter diagram matrix showing each of the two-way relationship between 
maternal age, birthweight and gestation in 98 premature babies.3
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even better. Here it is clear that there is a strong correlation between birth-
weight and gestation age, and no relation between either birthweight and 
maternal age, or gestational age and maternal age.

5.3 Regression

When it is plausible that the values of one variable exert an infl uence on the 
values of the other variable a technique known as regression can be used. 
In this chapter we shall only consider the simple case of a single continu-
ous explanatory (independent) variable and a single continuous outcome 
(dependent) variable. Further methods of displaying the results of a regres-
sion analysis with more than one explanatory variable are given in Chapter 7. 
Often it is of interest to quantify the relationship between the two variables, 
and given a particular value of the explanatory variable for an individual, to 
predict the value of the outcome variable. As with correlation, these data should 
be plotted using a scatter diagram. However, unlike correlation it is essential 
that the explanatory variable (the one exerting the infl uence) is plotted 
on the X-axis and the outcome variable (the one being infl uenced) is plotted 
on the Y-axis.

Figure 5.5 shows the birthweight and gestational age of 98 pre-term 
babies in the Simpson study. As birthweight, to some extent, is infl uenced 
by gestational age it is important to plot gestational age on the X-axis and 
birthweight on the Y-axis. Using regression, birthweight can be predicted 
from gestational age. The response variable is always plotted on the vertical, 
or Y, axis and the predictor variable on the horizontal, or X, axis as illus-
trated in Figure 5.5.

When displaying the scatter diagram for a regression analysis the regres-
sion line should be plotted. The regression equation can also be included. 
The regression equation is given by the formula y � a � bx. Briefl y the 
intercept, a, is the point at which the line crosses the Y-axis (i.e. when the 
value of the x variable is zero) and the slope, b, gives the average change 
in the y variable for a single unit change in the x variable. The slope coef-
fi cient for gestational age is 0.135 kg and this suggests that for every unit 
or one week increase in gestation, then birthweight increases by 0.135 kg. 
The intercept coeffi cient is �2.66. In most medical applications the value 
of the intercept will have no practical meaning, as the x variable cannot be 
anywhere near zero. The value of r2 or R2 is often quoted in published art-
icles and indicates the proportion (sometimes expressed as a percentage) of 
the total variability of the outcome variable that is explained by the regres-
sion model fi tted. In this case 66% of the total variability in birthweight is 
explained by gestation.
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Note that the regression model should not be used to predict outside of 
the range of observations. In addition, it should not be assumed that just 
because an equation has been produced it means that x causes y. In the 
present example, there may also be other factors that exert an infl uence 
upon birthweight, such as maternal smoking and maternal diabetes (see 
Chapter 9 of Campbell, Machin and Walters for more details).2

5.4 Lowess smoothing plots

Looking at the scatter diagram in Figure 5.5, there is a suggestion that the 
relationship between birthweight and gestational age may be non-linear, 
particularly for gestations above 30 weeks. The dots suggest that a quad-
ratic relationship may not be unreasonable for these data. Graphically, this 
relationship can be investigated using a local weighted regression analysis.4 
Plotting a smooth curve through a set of data points using this statistical 
technique is called a Lowess Curve. Lowess curves are a useful way of visually 

Figure 5.5 Relationship between gestation and birthweight in 98 pre-term babies.3
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exploring the relationship between two continuous variables as the shape of 
the curve at any point along the axes is determined by the data nearest to it 
and not by all the data, thus they can be sensitive to small localised changes 
in the way that a simple linear regression line is not. Thus they can hint at 
subtle changes that would not be obvious from a linear regression.

Exact details of how the curve is fi tted may be found in Cleveland, but 
briefl y, Lowess curves work by fi tting a low degree polynomial model to 
localised subsets of the data to build up a function that describes the deter-
ministic part (i.e. contains no random elements) of the variation in the data, 
point by point. In order to fi t a Lowess curve it is necessary to specify the 
amount of data used in each localised subset (bandwidth) and the weight 
to be given to each point fi tted in the model. Many of the details of this 
method, such as the degree of the polynomial model and the weights, are 
fl exible. So, unlike linear regression there is no unique Lowess curve for a 
given set of data. Figure 5.6 shows the scatter diagram of the data with the 
Lowess curve fi tted using a ‘bandwidth’ of 50% of the data points and uni-
form weight for each of the data points for the curve.

Figure 5.6 Relationship between gestation and birthweight, with locally weighted 
regression line or Lowess curve, in 98 pre-term babies with a bandwidth of 50% of the 
data and uniform weights.3

2.1

2.4

1.8

1.5

1.2

0.9

0.6

3230282522

Gestation (weeks)

Bi
rt

hw
ei

gh
t 

(k
g)



Relationship between two continuous variables  51

The Lowess curve in Figure 5.6 suggests a kink or slight curvature to the 
prediction of birthweight between 30 and 32 weeks gestation but overall 
the curve does not provide any strong evidence of a non-linear relation-
ship between birthweight and gestation in this sample. So we can therefore 
assume a linear relationship between birthweight and gestation and the 
model presented in Figure 5.5 is not unreasonable for these data. The use-
fulness of Lowess curves is further explored in Chapter 8.

5.5 Assessing agreement between two continuous 
variables

The most common situation when assessing the amount of agreement 
between the values of two variables arises in the comparison of alternative 
ways of measuring or assessing the same thing. Most measurements (e.g. 
blood pressure, height or weight) are not precise and are subject to meas-
urement error or variability over time or both. As a result of these uncer-
tainties, there are usually a variety of measurement techniques available and 
studies to compare the level of agreement between two methods of measure-
ment are common. The aim of these studies is usually to see if the methods 
agree well enough for one method to replace the other, or perhaps for the 
two methods to be used interchangeably. The same considerations apply 
to studies comparing two observers using a single measurement method. 
We need to defi ne what we mean by agreement between the two methods, 
and the degree of agreement. The best approach to this type of problem 
and data is to analyse the differences between the measurements by the two 
methods (or two observers) on each subject.

The graphical methods available for displaying data from method compari-
son studies will be illustrated with data comparing two observers using the 
same assessment checklist. Two clinicians (Reviewer 1 and Reviewer 2) were 
asked to rate the overall quality of care, using a standardised assessment check-
list, as described in the hospital notes of 48 patients with chronic obstructive 
pulmonary disease (COPD) at a particular hospital.5 Quality of care was rated 
on a 10-point scale with a score of 1 indicating poor care and a score of 10 
indicating excellent care. Figure 5.7 shows a scatter diagram of the data. If the 
observers agreed exactly then all the points would lie on the line of equality (a 
line with a 45 degree slope passing through the origins of the X and Y-axis). 
However, it can be seen that although some of the data are near to the line of 
equality, there are several patients where the two scores differ considerably.

For several of the patients’ notes, the two reviewers rated the quality of 
care with the same combination of scores, for example there were six patients 
where Reviewer 1 rated the care as 9 and Reviewer 2 rated the care as an 8. 
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These overlapping data pairs would be shown as only one point or combin-
ation on the scatter graph. This is slightly misleading as there are actually 
six data pairs with this combination of reviewer scores. This problem can be 
solved by having different sized markers for the various pairs of scores, with 
the size of the marker relative to the number of data values with this combi-
nation of reviewer scores.

5.6 Bland–Altman plots

An alternative, more informative plot has been proposed by Bland and 
Altman as shown in Figure 5.9.6 Here the difference in scores between the 
two reviewers (Reviewer 1–Reviewer 2) is plotted against their average. 
Three things are readily observable with this type of plot:
1 The size of the differences between reviewers.
2 The distribution of these differences about zero.
3 Whether the differences are related to the size of the measurement (for 

this purpose the average of the two reviewers’ scores acts as the best esti-
mate of the true unknown value).
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Figure 5.7 Scatter diagram of two observers (Reviewer 1 vs. Reviewer 2) ratings 
of the overall quality of care score from the medical notes score of 48 patients with 
COPD with line of equality.5
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How well do the two methods (or observers in our example) agree? We 
could simply quote the mean difference and standard deviation of the dif-
ferences (SDdiff). However, it is more useful to use these to construct a range 
of values which would be expected to cover the agreement between the 
methods for most subjects7 and the 95% limits of agreement are defi ned as 
the mean difference �2SDdiff. For the current example the mean difference 
is �0.44 (SD 2.06) and the limits of agreement are given by �4.56 to 3.68. 
These are shown in Figure 5.8 as dotted lines, along with the mean differ-
ence of �0.44. As with plot 5.7 the size of the dots on the plot are propor-
tional to the number of observations that have contributed to the dots.

In Figure 5.8, only 2 out of 48 (4%) of the observations are outside the 
95% limits of agreement. However, there is considerable variability in the 
difference in quality of care scores between the two reviewers, even though 
the mean difference is small (�0.44). The limits of agreement are wide, 
almost 5 points in either direction, which is half the quality of care scale 
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Figure 5.8 Difference between two reviewers (Reviewer 1 vs. Reviewer 2) overall 
quality of care score plotted average quality care score based on the rating of the 
medical notes of 48 patients with COPD, plus the observed mean difference and 95% 
limits of agreement.5
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range. This suggests that there is poor agreement between two observers 
using the same standardised checklist to assess overall quality of care.

5.7 ROC curves for diagnostic tests

Another common situation when we want to display two continuous vari-
ables is when developing a screening or diagnostic test for the diagnosis of a 
disease or a condition using the results of a test which uses either an ordinal 
or continuous measurement scale. For every diagnostic procedure it is import-
ant to know its sensitivity (the probability that a person with the disease will 
test positive) and its specifi city (the probability that a person without the dis-
ease will test negative). These questions can be answered only if it is known 
what the ‘true’ diagnosis is. This may be determined by biopsy or an expensive 
and risky procedure such as angiography for heart disease. In other situations 
it may be by ‘expert’ opinion. Such tests provide the so-called ‘gold standard’.

When a diagnostic test produces a continuous measurement, then a con-
venient diagnostic cut-off must be selected to calculate the sensitivity and 
specifi city of the test. For example, a positive diagnostic result of ‘hypertension’ 
is a diastolic blood pressure greater than 90 mmHg; whereas for ‘anaemia’, a 
haemoglobin level less than 12 g/dl is used as the cut-off.

Johnson et al. looked at 106 patients about to undergo an operation for 
acute pancreatitis.8 Before the operation, they were assessed for risk using 
a score known as the APACHE (Acute Physiology and Chronic Health 
Evaluation) II score. APACHE II was designed to measure the severity of 
disease for patients (aged 16 years or more) admitted to intensive care units. 
It ranges in value from 0 to 27. The authors also wanted to compare this 
score with a newly devised one, the APACHE_O which included a measure 
of obesity. The convention is that if the APACHE II is at least 8 the patient 
is at high risk of severe complications. Table 5.2 shows the results using this 
cut-off value.

Table 5.2 Number of subjects above and below 8 of the APACHE II 
score severity of complication8

 Complication after operation

APACHE II Mild Severe Total

     �8  8  5 13
     �8  5 22 27

Total 13 27 40
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For the data in Table 5.2 the sensitivity is 22/27 � 0.81, or 81%, and the 
specifi city is 8/13 � 0.62, or 62%.

In the above example, we need not have chosen APACHE II � 8 as the 
cut-off value. For each possible value (from 0 to 27) there is a correspond-
ing sensitivity and specifi city. We can display these calculations by graphing 
the sensitivity on the Y-axis (vertical) and the false positive rate (1 – specifi -
city) on the X-axis (horizontal) for all possible cut-off values of the diagnos-
tic test (from 0 to 27, for the current example). The resulting curve is known 
as the relative (or receiver) operating characteristic curve (ROC). The ROC for 
the data of Johnson et al. (2004) are shown in Figure 5.9 for the APACHE II 
and APACHE_O data.

A perfect diagnostic test would be one with no false negative (i.e. sensitiv-
ity of 1) or false positive (specifi city of 1) results and would be represented 
by a line that started at the origin and went vertically straight up the Y-axis 
to a sensitivity of 1, and then horizontally across to a false positive rate of 1. 
A test that produces false positive results at the same rate as true positive results 
would produce an ROC on the diagonal line y � x. Any reasonable diagnostic 
test will display an ROC curve in the upper left triangle of Figure 5.9.
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Figure 5.9 Receiver–operator curve for Apache_O and Apache II data from 106 
patients with acute pancreatitis.8

The selection of an optimal combination of sensitivity and specifi city for 
a particular test requires an analysis of the relative medical consequences 
and costs of false positive and false negative classifi cations. An angiogram  
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is rarely used for screening patients for suspected heart disease as it is a 
diffi cult and expensive procedure, and carries a non-negligible risk to the 
patient. An alternative test such as an exercise test is usually tried and only 
if it is positive would angiography then be carried out. If the exercise test is 
negative then the next stage would be to carry out biochemical tests, and if 
these turned out positive, once again angiography could be performed.

5.8 Analysis of ROC curves

As already indicated, a perfect diagnostic test would be represented by a line 
that started at the origin, travelled up the Y-axis to a sensitivity of 1, then 
across the ceiling to an X-axis (false positive) value of 1. The area under 
this ROC curve, termed the AUC, is then the total area of the panel; that is, 
1 � 1 � 1. The AUC can be used as a measure of the performance of 
a diagnostic test against the ideal and may also be used to compare different 
tests. When more than one laboratory test is available for the same clinical 
problem one can compare ROC curves, by plotting both on the same fi gure 
as in Figure 5.9 and comparing the area under the curve. In the example of 
Figure 5.9, the two tests are not ‘perfect’ but it is readily seen that APACHE_O 
is a better test as its ROC curve is closer to that for the perfect test than 
the one for APACHE II and this is refl ected in the larger value for the area 
under the curve: 0.92 compared to 0.90. Thus APACHE_O could be used 
instead of APACHE II.

Further details of diagnostic studies, including sample sizes required for 
comparing alternative diagnostic tests, are given in Machin and Campbell 
(Chapter 10).8

Summary

Correlation:
• Where possible show a scatter diagram of the data.
• In a scatter diagram indicate different categories of observations by using 

different symbols or colours. For example in Figure 5.3 different symbols 
were used to indicate the patients’ sex.

• The scatter diagram should show all the observations, including coinci-
dent data points. Duplicate points can be indicated by a different plotting 
symbol or an actual number giving the number of coincident points.

• The value of r should be given to two decimal points, together with the P-
value if a test of signifi cance is performed.

• The number of observations, n, should be stated.
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• If it is necessary to display the correlation between all pairs of a set of 
three or more variables, this can be done by means of a correlation matrix 
(Table 5.1) or the preferred graphical equivalent (Figure 5.4).

Regression:
• The equation of the regression line should be given, together with the r2 

value or preferably the residual standard deviation.
• The number of observations, n, used to produce the regression equation 

should be stated.
• Wherever possible the regression line should be shown in a plot together 

with the scatter diagram of the raw data with the predictor (explanatory) 
variable on the X-axis and the dependent variable on the Y-axis. The line 
should not extent beyond the range of the predictor variable (x).

• The standard error of the slope is useful, as is the P-value from the 
hypothesis test (for the slope � 0).

• The accuracy used for the coeffi cients should be related to the accuracy 
of the raw data. It makes no sense to give an equation that purports to 
predict birthweight to the nearest 1/100 g when birthweight was actually 
measured to the nearest grams.

• It is common for the value of the estimate of the intercept to be larger 
than that of the slope but these are frequently reported to the same 
number of decimal places. However, when making predictions, it is the 
slope that is needed with more precision not less, so it should be reported 
at least as precisely as the intercept.

Method agreement data:
• Report, n, the number of paired observations, for method 1 and method 2.
• A scatter diagram of the measurements of method 1 vs. method 2 with a 

line of equality (Y � X) could be produced.
• Preferably a ‘Bland–Altman’ style scatter diagram of the difference between 

the methods on the Y-axis vs. the average of the two methods on the 
X-axis should be produced.

• The ‘Bland–Altman’ style scatter diagram should show the line of zero dif-
ference alongside the mean difference and the 95% limits of agreement.

• Size of dots should be relative to the number of observations with that 
combination of values.

ROC curves:
• The number of observations, n, used to produce the ROC curve should be 

stated.



• The scales for the X (sensitivity) and Y (1 – specifi city) axes should range 
from 0 to 1.

• The line of equality of y � x should be reported.
• The area under the ROC curve should be reported.
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Chapter 6 Data in tables

6.1 Presenting data and results in tables

Data can be presented in a table as well as or instead of a graph. Although 
there are no hard and fast rules about when to use a graph and when to 
use a table, when the results of a study are presented in a report or a paper 
it is often best to use tables so that the reader can scrutinise the numbers 
directly. Tables can be useful for displaying information about many vari-
ables at once, while graphs can be useful for showing multiple observations 
on individuals or groups (such as a dotplot or a histogram).

As with graphs, there are a few basic rules of good presentation, including 
Tufte’s golden rule that the amount of information should be maximised for 
the minimum amount of ink.1 Tables should be clearly labelled and a brief 
summary of the contents of a table should always be given in words, either 
as part of the title or in the main body of the text.

Numerical precision should be consistent throughout and summary sta-
tistics such as means and standard deviations (SDs) should not have more 
than one extra decimal place compared to the raw data. Spurious precision 
should be avoided, although when certain measures are to be used for fur-
ther calculations or when presenting the results of analyses greater precision 
may be necessary.2

Solid lines should not be used in the body of a table except to separate 
labels and summary measures from the main body of the data. However, 
their use should be kept to a minimum, particularly vertical gridlines, as 
they can interrupt eye movements, and thus the fl ow of information.3 
Elsewhere white space can be used to separate data, for example, different 
variables from each other. Furthermore the information in a table is easier 
to comprehend if the columns (rather than the rows) contain like infor-
mation, such as means and SDs, as it is easier to scan down a column than 
across a row. This may not be possible when there are many variables, such 
as when presenting the results of a study, but this principle should be fol-
lowed where possible.



The following sections illustrate the above guidelines and principles for 
categorical and continuous data.

6.2 Tables for categorical outcome data

Table 3.1 in Chapter 3 described the type of delivery a sample of new moth-
ers experienced when giving birth.4 Delivery is an example of nominal cat-
egorical data (see Figure 1.1) and in this example delivery was classifi ed into 
six categories. If we were interested in examining whether caesarean section 
rates differed across hospitals, we could collapse or dichotomise these data 
into two categories: whether or not the delivery was a caesarean section 
(planned or emergency). These data are presented in Table 6.1; note that the 
12 hospitals have been given fi ctitious names. The caesarean section rates 
for each hospital are presented together with the total number of births in 
that hospital.

The outcome is presented in the columns and the data for each hospital is 
reported in the rows. The table conforms to our guidelines for good practice 
(Box 6.1). The table has a title explaining what is being displayed and the 
columns and rows are clearly labelled. We have avoided spurious numeri-
cal accuracy; the percentages are presented to one decimal place. It is rarely 
necessary to quote percentages to more than one decimal place. With sam-
ples of less than 100 the use of decimal places, when reporting percentages, 

Table 6.1 Self-reported caesarean rates (planned or emergency) for 12 maternity 
hospitals for a 6-week period, n � 3237 women4

Hospital Caesarean section rate (%) (Number of caesarean sections/
  total number of births)

King Michael 27.3 (56/205)
Blackwell 25.5 (83/326)
St Stephen’s 23.3 (82/352)
Hollyoaks 22.5 (80/356)
The Variance 21.9 (52/237)
Princess Jenny 21.3 (47/221)
Crossroads 20.1 (33/164)
Queen Bess 19.8 (68/344)
Eastend 19.6 (97/495)
The Royal 18.1 (50/277)
Emmerdale 17.7 (23/130)
Coronation 13.1 (17/130)

All hospitals 21.3 (688/3237)
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implies unwarranted precision and should be avoided.5 In our example, 
the additional decimal place helps us order the 12 hospitals by their cae-
sarean section rate. Note that these remarks apply only to the presentation 
of results and rounding should not be used before or during any analysis. 
While not strictly necessary, enclosing the total number of births in brackets 
helps distinguish it from the variable of interest: the caesarean rate in each 
hospital.

The rows (hospitals) have been placed in descending numerical order 
with the hospital with the largest caesarean rate (King Michael) presented 
in the fi rst row of the data in the table. Arranged in this way, it is clear from 
the table that the hospitals with the lowest rates are the hospitals with the 
fewest births overall. One might conclude that in order to avoid a caesarean 
section it is good to give birth in a small hospital. However, a more plau-
sible explan ation is that women who are in need of a caesarean section or 
are likely to have complicated labours are more likely to be referred from 
smaller hospitals to larger, specialist centres.

When the outcome is binary and has only two categories, data for the 
second category (for the current example: women who did not have a cae-
sarean section) is superfl uous and can, as here, be omitted from the table 
provided that the total number of observations is included. The number of 
women who did not have a caesarean section can always be calculated as 
long as the number of observations is reported.

The data in Table 6.1 could also be presented graphically as a bar chart or 
a stacked bar chart (see Chapter 3 for more details).

6.3 Tables for continuous outcomes

The O’Cathain study also asked about birthweight.4 Birthweight is an
example of continuous data (see Figure 1.1) and in this study it was reported 
in kilograms (to the nearest 10 g). Table 6.2 reports birthweight by delivery 
types.

Data on continuous variables, such as birthweight, can be summarised 
using a measure of central tendency or location along with a measure of 
spread or variability.6 If the continuous measurements have a symmetric 
distribution then the mean and SD are the preferred summary statistics. 
Alternatively, if the continuous measurements have a skewed distribution 
(see Chapter 4) then the median and a percentile range, for example, the 
interquartile range (25th to 75th percentile), are the preferred summary 
statistics.

In Table 6.2 the rows (delivery type) have been placed in descending 
numerical order of birthweight, with the heaviest (Forceps delivery) presented
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Table 6.2 Self-reported birthweight (kilograms) by delivery 
type, n � 3178 women4

What kind of delivery? Birthweight (kg)

 Mean (SD) n

Forceps delivery 3.46 (0.53)   88
Ventouse (vacuum extractor) 3.44 (0.50)  209
Normal vaginal delivery 3.41 (0.52) 2190
Emergency caesarean section  3.36 (0.70)  426
Planned caesarean section 3.29 (0.59)  249
Vaginal breech delivery 2.81 (0.70)   16

Total 3.39 (0.55) 3178

fi rst. The table has a title explaining what is being displayed and the col-
umns and rows are clearly labelled. As with Table 6.1, the sample size for 
each delivery type group is reported in the fi nal column of the table as this 
improves the understanding of data. It is good practice to put the variables 
of most interest, in this table the mean and SD, in the fi rst data column as 
they can be immediately read with their associated group label.

In many studies, comparisons are made between different groups. For 
example, two groups of patients may be given different treatments and the 
outcomes compared between these treatment groups. Table 6.3 shows an 
example of a more complex table with three variables: birthweight (the out-
come variable in this case); and two categorical variables or factors: parity 

Table 6.3 Self-reported birthweight (kg) by delivery type and parity, n � 3176 
women4

What kind of delivery? Primiparous Multiparous
 birthweight (kg)  birthweight (kg)

 Mean (SD)    n Mean (SD)   n

Forceps delivery 3.43 (0.54)   75 3.68 (0.44)   13
Emergency caesarean section 3.40 (0.67)  299 3.27 (0.77)  127
  (once labour had started)
Ventouse (vacuum extractor) 3.37 (0.47)  161 3.66 (0.53)   48
Normal vaginal delivery 3.30 (0.51)  847 3.48 (0.50) 1341
Planned caesarean section 3.15 (0.65)   70 3.35 (0.57)  179
Vaginal breech delivery 3.02 (0.54)    7 2.64 (0.80)    9

Total 3.32 (0.56) 1459 3.45 (0.54) 1717
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and delivery type. The outcome, birthweight, is cross classifi ed by parity and 
delivery type. In this example delivery is ordered by the combined sample 
size for each delivery type.

6.4 Tables for multiple outcome measures

The use of health-related quality of life (HRQoL) measures is becoming 
more frequent in clinical trials and health services research, both as primary 
and secondary outcomes. It is typically assessed by a self-completed ques-
tionnaire which asks a series of standardised questions about various aspects 
or facets of a person’s HRQoL. The Medical Outcomes Study 36-Item Short 
Form (SF-36) is the most commonly used HRQoL measure in the world 
today.7,8 It contains 36 questions measuring health across eight dimensions: 
physical functioning (PF); role limitation because of physical health (RP); 
social functioning (SF); vitality (VT); bodily pain (BP); mental health (MH); 
role limitation because of emotional problems (RE) and general health (GH).
These eight dimensions are usually regarded as a continuous outcome and 
are scored on a 0–100 scale, where 100 indicates ‘good health’.

Table 6.4 shows SF-36 data from a postal survey of all patients aged 65 
years or over registered with 12 general practices. The survey aimed to 
assess the practicality and validity of using the SF-36 in a community-dwell-
ing population over 65 years old, and obtain population scores in this age 
group.9 The table displays summary statistics (mean, SD and sample size) for 
the eight main dimensions of the SF-36.

The columns contain the ordered age categories and the rows contain the 
eight SF-36 dimensions. The column variable, age, has a natural ordering so 
the columns are clearly ordered by the age categories: the row variables (the 
eight SF-36 dimensions) have no natural ordering, in this example they are 
ordered by the dimension with the highest overall mean score (social func-
tion). The footnote to the table also explains how the SF-36 is scaled. The 
units and scale of HRQoL may be unfamiliar to many readers (unlike other 
outcomes such as birthweight) and the footnote helps in the understanding 
and interpretation of the mean SF-36 dimension scores. Most HRQoL meas-
ures generate a scale or scores that have no natural units and have varying 
scale ranges: for some a high score implies good HRQoL and for others a high 
score implies poor HRQoL. With outcomes with unfamiliar scales or units of 
measurement it is recommended to add a footnote to tables, explaining the 
scale of measurement to help interpretation of the data presented.

The table has a title explaining what is being displayed and the columns 
and rows are clearly labelled. Enclosing the SDs in brackets helps distin-
guish the variability in the HRQoL data from the mean dimension score. 
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Table 6.4 Mean (SD) scores and samples sizes, for the eight dimensions of the SF-36* 
by age, n � 58419

 Age (years)

  65–69 70–74 75–79 80–84 85� Group
       total

Social function Mean 78.2 75.1 69.6 61.0 48.9 70.9
 SD (28.4) (29.8) (31.1) (33.1) (32.8) (31.5)
 n 1641 1720 1274 746 460 5841

Mental health Mean 72.2 71.7 70.4 67.8 65.9 70.6
 SD (20.3) (19.8) (19.5) (20.2) (21.1) (20.1)
 n 1641 1720 1274 746 460 5841

Bodily pain Mean 66.4 63.2 61.5 55.3 53.4 62.0
 SD (27.7) (27.8) (28.5) (28.6) (29.4) (28.5)
 n 1641 1720 1274 746 460 5841

Role emotional Mean 65.8 60.0 52.8 45.5 42.8 56.9
 SD (42.4) (43.8) (44.7) (44.3) (45.8) (44.5)
 n 1641 1720 1274 746 460 5841

Physical function Mean 65.4 59.5 52.6 42.0 27.6 54.9
 SD (28.9) (29.7) (29.7) (30.0) (26.4) (31.2)
 n 1641 1720 1274 746 460 5841

General health Mean 57.8 56.6 54.7 49.5 46.5 54.8
 SD (24.1) (23.6) (22.9) (23.2) (21.4) (23.6)
 n 1641 1720 1274 746 460 5841

Vitality Mean 56.6 53.8 50.6 44.7 39.0 51.5
 SD (23.1) (22.5) (21.9) (22.7) (21.7) (23.1)
 n 1641 1720 1274 746 460 5841

Role physical Mean 55.6 46.8 41.2 30.2 25.2 44.2
 SD (42.7) (43.0) (41.8) (38.4) (35.8) (42.6)
 n 1641 1720 1274 746 460 5841

* The dimensions of the SF-36 are scored on a 0 (worst possible health) to 100 (best 
possible health) scale.

The sample size for each age group is reported underneath the SD. As the 
SF-36 dimensions are scored on a 0–100 scale, the means and SDs for the 
various dimensions are reported to one decimal place in the table to avoid 
the spurious numerical precision discussed earlier.

Summary

• The amount of information should be maximised for the minimum 
amount of ink.



Data in tables  65

•  Numerical precision should be consistent throughout a paper or presen-
tation, as far as possible.

•  Avoid spurious accuracy. Bear in mind the precision of the original data. 
Numbers should be rounded to two effective digits.

•  The number of observations on which the data being presented is based 
should always be displayed.

•  Quantitative data should be summarised using either the mean and SD 
(for symmetrically distributed data) or the median and IQR or range 
(for skewed data). The number of observations on which these summary 
measures are based should be included for each result in the table.

•  Categorical data should be summarised as frequencies and percentages. As 
with quantitative data, the number of observations should be included.

•  Tables should have a title explaining what is being displayed and columns 
and rows should be clearly labelled.

•  Solid lines in tables should be kept to a minimum.
• Rows and columns should be ordered by size (if there is no natural 

ordering).
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Chapter 7 Reporting study results

7.1 Introduction

In many studies comparisons are made between different groups. For 
example, in a randomised controlled trial (RCT), two groups of patients 
may be randomly allocated to different treatments and the outcomes for 
these different groups are subsequently compared. This chapter will describe 
ways of tabulating and displaying outcome data when we are interested in 
comparing two groups; both for a RCT and more generally for studies 
that involve any comparison between two groups. However, it is worth not-
ing that the information presented in this chapter can be generalised to more 
than two groups.

The fi rst part of this chapter will deal with how to display different types 
of outcome data, including the results of logistic and multiple regression 
analyses. In addition, further issues particular to the reporting of RCTs will 
be covered, as will methods for displaying the results of meta-analyses. This 
chapter will focus on the type of information and statistics that should be 
displayed for study outcomes. Good practice with respect to displaying data 
in tables will only be mentioned briefl y, as this has been covered elsewhere 
in the book (Chapter 6).

7.2 Tabulating categorical outcomes

The simplest study outcomes are binary categorical outcomes, that is, those 
with only two categories, for example dead or alive, cured or not cured. One 
of the main outcomes from the leg ulcer trial described earlier (Chap 1) was 
whether the leg ulcer had healed or not after 3 months of treatment and 
follow-up.1

With two independent groups (intervention or control) and a binary 
 categorical outcome (healed or not healed), one way of displaying these 
data is to cross-tabulate them as shown in Table 7.1. This is an example of 
a 2-by-2 contingency table with 2 rows for treatment and 2 columns for 
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 outcome, and it is said to have four cells (2 � 2) (see also Chapter 3). The 
most appropriate comparative summary measure for these data is the dif-
ference in proportions healed between the two groups.

The important contrast is between the 20% healed in the intervention 
group compared to 16% in the control group. Since English script reads 
naturally from left to right, it is recommended that the data for treatment 
groups is in the columns in order that differences between groups can be 
compared side by side as shown in Table 7.1.

Another advantage of the format in Table 7.1 is that with several out-
comes we can place the data for the different outcomes underneath each 
other in separate rows. For example, Table 7.2 shows the ulcer healing rates 
at 3 and 12 months. This format, with the groups in the columns, is also 

Table 7.1 Cross-tabulation of treatment group (in 
columns) vs. outcome (in rows) ulcer healed or not 
healed at 12 weeks (n � 206)1

 Group

 Intervention  Control
 % (n � 106) % (n � 100)

Outcome
 Healed 20% (21) 16% (16)
 Not healed 80% (85) 84% (84)

Table 7.2 Ulcer healing rates at 3 and 12 months follow-up by treatment 
group (maximum n � 206)1

              Group  Difference in  P-valueb    Relaive
   percentagesa      Riskc

 Intervention Control (95% CI)  (95% CI)

Outcome
Healed at 3     20%   16%      4%  0.47    1.25
  months (21/106) (16/100) (�7 to 14)  (0.69–2.23)
Healed at 12     52%  42%    10%  0.20    1.24
  months  (42/81)  (33/79) (�5 to 25)  (0.89–1.73)

CI: Confi dence interval.
aA positive difference indicates that the intervention group does better than the 
control group.
bP-values from chi-squared test.
cA relative risk � 1 indicates that the intervention group does better than the control 
group.
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favoured by leading medical journals, such as the British Medical Journal. 
Note that no decimal places are reported for the percentages of ulcers 
hea led or the difference, which makes the table clearer. The denominator 
is presented for all the outcomes and thus it is clear that the sample size is 
lower for the 12-month comparison. Also presented is a column with the 
absolute difference in ulcer healing rates between the two groups, its 95% 
confi dence interval and the P-value associated with this comparison. It is 
recommended that when presenting confi dence intervals the word ‘to’ is 
used to link the lower and upper limits rather than a dash symbol ‘–’ as it 
can sometimes be diffi cult to know whether the upper limit is negative or 
not if the dash symbol is used. When presenting a P-value it is important to 
make clear what statistical test was used to derive it. In Table 7.2 the P-value 
has come from the chi-squared test.

For two groups with a binary outcome there are several other ways of 
comparing the groups, not just a comparison of two proportions. Alter-
natives include: the relative risk (RR); odds ratio (OR) and number needed 
to treat (NNT). See Campbell et al. (2007) for more details on how to calcu-
late these summary measures.2 The last column of data in Table 7.2 shows 
the RR of an ulcer healing in the intervention group compared to an ulcer 
healing in the control group, together with its 95% confi dence interval.

When there are more than two categories for the outcome variable, such 
as a fi ve point symptom score scale (much better, better, same, worse, much 
worse), these may also be incorporated in a format similar to Table 7.2, with 
a separate line for each category of the variable. If the categories have a nat-
ural ordering such as the pain scale above, then this ordering should be pre-
served. If however, there is no natural ordering then the categories should 
be ordered by size.

7.3 Tabulating the results of logistic regression analysis

The previous section in this chapter described a method for displaying 
categorical outcome data. In addition to the grouping variable it is often 
important to adjust for other explanatory variables, in which case a logistic 
regression is usually carried out. One of the outcomes from the leg ulcer 
study was ulcer status at 12 weeks (healed/not healed) and the results of a 
logistic regression to assess the impact of various explanatory variables on 
ulcer state at 12 weeks is presented in Table 7.3. When reporting the results 
of a logistic regression analysis, as a minimum the estimated OR for the 
regression coeffi cients, their confi dence intervals and associated P-values 
should be presented. The sample size that the regression was based upon 
should also be reported. If space allows, the regression coeffi cient and its 
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standard error (SE) can also be reported, but as this is on a logarithmic 
scale, it is not as helpful as the estimated OR. For logistic regression it is also 
helpful to give some information about the goodness of fi t of the model to 
the data. The simplest statistic for doing this is the Hosmer and Lemeshow 
chi-squared statistics and we would recommend this is reported together 
with the degrees of freedom and P-value so that the reader can judge 
whether or not the model adequately fi ts the data.3

7.4 Tabulating quantitative outcomes

In addition to displaying categorical outcomes, outcome data may be quan-
titative, either count or continuous. As part of a RCT comparing traditional 
acupuncture with usual care for non-specifi c low back pain, HRQoL was 
measured at 12 months, using the SF-36.4 These data are shown in Table 
7.4. Data for the two treatment groups is arranged in the columns and the 
rows correspond to the eight SF-36 dimensions, and are ordered by mean 
difference. The mean dimension scores (and their variability) are described 
separately for each group. A 95% confi dence interval for the treatment 
effect, (difference in mean scores), is reported. Exact P-values are reported 
to two signifi cant fi gures in the last column of the table. A footnote to 
the table is included describing how the SF-36 is scaled and scored, what 
hypothesis test has been performed and how the treatment effect (mean dif-
ference) should be interpreted. Since the SF-36 is scored on a 0–100 scale 

Table 7.3 Estimated OR from the multiple logistic regression model to predict ulcer 
status (healed or not healed) at 12 weeks from baseline ulcer area, gender, marital 
status and treatment group in 187 patients with venous leg ulcers1

 OR (95% CI) P-value

Intercept 0.15 0.003
Baseline ulcer area (cm2) 0.89 (0.82 to 0.96) 0.004
Gender (0 � male, 1 � female) 3.37 (1.21 to 9.34) 0.020

Marital status  0.670
Married (reference category) 1.00
Single (relative to married) 1.83 (0.47 to 7.19) 0.384
Divorced (relative to married) 0.49 (0.05 to 4.81) 0.543
Widowed (relative to married) 0.84 (0.35 to 2.00) 0.695
Group (0 � Control, 1 � Intervention) 1.80 (0.79 to 4.09) 0.159

CI: Confi dence interval.
Hosmer and Lemeshow test, χ2 � 11.22 on 8 degrees of freedom, P � 0.19.
Y variable: Ulcer healed at 12 weeks (0 � No, 1 � Yes).
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Table 7.4 Mean SF-36 dimension scores at 12 months by treatment group4

 Treatment group

SF-36 Usual care Acupuncture Mean differenceb

dimensiona  n Mean (SD)  n Mean (SD) (95% CI) P-valuec

Pain 68 58.3 (22.2) 147 64.0 (25.6) 5.7  0.12
     (�1.4 to 12.8)
Role- 57 61.8 (42.8) 134 66.0 (40.0) 4.2  0.52
  physical     (�8.5 to 17.0)
Role- 57 78.4 (35.9) 133 78.2 (35.3) �0.2  0.98
  emotional     (�11.2 to 10.9)
General 56 65.4 (19.3) 134 64.8 (21.8) �0.6  0.87
  health     (�7.2 to 6.1)
Physical  57 73.4 (20.9) 133 71.7 (25.8) �1.7  0.65
  functioning     (�9.4 to 5.9)
Vitality 56 57.0 (21.6) 135 54.1 (23.3) �2.9  0.43
     (�10.0 to 4.3)
Social  68 80.7 (22.1) 147 77.8 (25.2) �2.9  0.41
  functioning     (�10.0 to 4.1)
Mental  56 73.3 (15.4) 135 69.0 (20.4) �4.3  0.15
  health     (�10.3 to 1.6)

CI: Confi dence interval.
aThe SF-36 dimensions are scored on a 0 (poor) to 100 (good health) scale.
bA positive mean difference indicates the acupuncture group has the better HRQoL.
cP-value from two independent samples t-test.

these data are reported to a precision of one decimal place. Note that as the 
number of observations varies considerably across the eight dimensions a 
second table could also be produced for those individuals who had data on 
all dimensions.

7.5 Plots for displaying outcome data

A useful plot for displaying continuous outcome data, when there are mul-
tiple variables all measured on the same scale, such as for the HRQoL data 
in Table 7.4 is the spider or radar plot. Figure 7.1 shows a radar plot for the 
mean SF-36 dimension scores, at 12 months follow-up, by treatment group 
for the data presented in Table 7.4. The radar plot has eight spokes corre-
sponding to the eight dimensions of the SF-36, with the centre point of the 
plot indicating a score of 0. It is clear from this plot that the two treatments 
groups have similar mean HRQoL for all eight dimensions of the SF-36, 
although Figure 7.1 conceals the fact that the sample size for each dimension
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varies considerably. We could report the number of subjects for each out-
come, but this would make the chart look rather messy. An alternative strat-
egy would be redraw the plot but including only those subjects who had 
data for all outcomes.

The radar plot of Figure 7.1 clearly displays the mean SF-36 dimen-
sion scores by treatment group. However, for comparison purposes, what 
is required is the contrast or difference in outcomes between the groups 
and the associated uncertainty or confi dence interval around this esti-
mated treatment effect. These can be shown graphically using a forest plot 
similar to those used for displaying the results of meta-analyses and system-
atic reviews, described later in this chapter. Figure 7.2 shows a forest plot 
of the estimated treatment effect (mean difference in SF-36 scores between 
the acupuncture and usual care groups) and the corresponding confi dence 
interval, at 12 months, for the eight dimensions of the SF-36.4

Figure 7.2 is visually impressive and the lack of any treatment effect for 
HRQoL is readily apparent. Also note that the numbers used for each com-
parison are clearly displayed. This chart can be particularly useful in con-
ference presentations when much information needs to be conveyed to the 
audience in a limited amount of time. However, much of the data presented 

Figure 7.1 Radar or spider plot with mean scores, at 12 months follow-up, for the 
eight dimensions of the SF-36 by treatment group, Note that the SF-36 dimensions 
are scored on a 0 (poor) to 100 (good) health scale.4
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Figure 7.2 Estimated treatment effect (mean difference in SF-36 score between the 
acupuncture and usual care groups) and the corresponding 95% confi dence 
interval, at 12 months, for the eight dimensions of the SF-36.4
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in Table 7.4 are not shown. For example the sample size per treatment group 
and mean scores (and their variability) are omitted. These are important 
results and this information should be reported. Hence for presentation in a 
scientifi c report or paper, Table 7.4 is preferred.

Forest plots can also be useful when reporting the results of equivalence tri-
als as the limits of equivalence can be easily included on the chart. The objec-
tive of an equivalence trial is to show that a new therapy has the same (or very 
similar) effect as an existing therapy, with regards to the outcome of interest. 
Before an equivalence trial is carried out the limits of equivalence are agreed, 
so that after the trial a decision can be made as to whether the treatments are 
equivalent. These pre-specifi ed limits should be narrow enough to exclude 
any difference of clinical importance. After the trial, equivalence is usually 
accepted if the confi dence interval for any observed treatment difference is 
within the limits of equivalence and includes a value of zero difference.

Bowns et al. report the results of a RCT of telemedicine in dermatology.5 
The objectives of this study were to compare the clinical equivalence of 
store-and-forward teledermatology (intervention) with conventional face-to-
face consultation (control) in setting a management plan for new adult out -
patient referrals. A total of 208 patients were randomised (111 in the
telemedicine group and 97 in the control group) and 165 patients (92 inter-
vention, 73 control) had data for analysis.

For both the teledermatology and conventional consultation groups, the 
diagnosis and management of each case was examined by an independent 
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consultant. The main outcome measure was the agreement between the 
consultant who had managed the case and the independent consultant, on 
the initial diagnosis and management of the patient. It was decided that the 
two methods (teledermatology and conventional consultation) would be 
regarded as diagnostically equivalent if the 95% confi dence limits for the 
difference in proportions (the proportions in the two groups, respectively, 
agreeing with the independent opinion) lay wholly within the interval �0.1 
to 0.1, the range of clinical equivalence.

The results for different outcomes from this trial are displayed as a forest 
plot in Figure 7.3, which also includes the limits of equivalence. It is imme-
diately clear from this plot that the two treatments could not be regarded as 
equivalent since the lower limits of the confi dence interval estimates for all 
four outcomes are outside the pre-specifi ed range of clinical equivalence.

Figure 7.3 Equivalence of diagnostic and management outcomes.5 
Excl: Excluding patients whose management was transferred.

Management (excl) n � 112

Management (all) n � 165

Diagnostic (excl) n � 112

Diagnostic (all) n � 165

Difference (intervention–control) in proportions
agreeing with second opinion

�0.4 �0.3 �0.2 �0.1 0.0 0.1

Range of equivalenceRange of equivalence

7.6 Tabulating the results of regression analyses

While Table 7.4 shows the result of a simple comparison between two 
groups, there are usually several explanatory variables that are of interest. It 
is common to investigate these variables using a technique known as multi-
ple regression analysis. This allows for the infl uence of several explana tory 
variables on the outcome of interest to be investigated simultaneously. For 
example, in the Simpson study of pre-term babies, described in Chapter 5, 
other variables apart from gestation, such as maternal age and the baby’s 
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gender, may have a role to play in determining birthweight and these can be 
included in the regression model to examine what their infl uence on birth-
weight is, over and above that exerted by gestation.6

With two or more explanatory variables in the regression model it is not 
possible in a single two-dimensional graph to produce a scatter plot of the 
Y-variable against all the X-variables simultaneously. In these circumstances 
we can display the matrix of scatter diagrams showing each of the two-way 
relationships between the dependent and explanatory variables, such as 
Figure 5.4.

However, it is possible to show the relationship between birthweight and 
all the explanatory variables in a table. When tabulating the results of a 
regres sion analysis, as a minimum, it is important to display the estimated 
regression coeffi cients, b, and their associated confi dence intervals and P-
values, as illustrated in Table 7.5. It can also be helpful if the SEs of the coef-
fi cients are included. Note that as males are coded 0 and females are coded 
1, the negative sign attached to the coeffi cient for gender indicates that girls 
are on average 0.1 kg lighter than boys. For the continuous explanatory vari-
ables the regression coeffi cients indicate the effect on the outcome variable 
(in this case birthweight) of a unit change in the value of the continuous 
variable. As well as the information outlined above, it is also important to 
include the value of the R2 statistic as this is indicative of how well the fi t-
ted model describes the data. In this case, the R2 value of 0.68 suggests that 
a multiple regression model, containing gender, gestation and maternal age 
as predictors, explains 68% of the variability in the outcome birthweight. 
Although space will not always allow, if possible it is good practice to 
include the SE of the coeffi cient and the associated t statistic for the individ-
ual P-values. While rarely done, it can also be helpful to include the residual 
standard deviation (SD) so that the prediction error, s, can be calculated.

Table 7.5 Estimated coeffi cients from the multiple regression model to predict 
birthweight from gender, gestation and maternal age in 98 pre-term babies6

 Coeffi cient (SE) 95% CI P-value

Intercept �2.56   (0.31) �3.18 to �1.93 �0.001
Gender (0 � male, 1 � female) �0.11   (0.05) �0.20 to �0.006 0.04
Gestation (weeks) 0.13   (0.01) 0.11 to 0.15 0.001
Maternal age (years) 0.001 (0.004) �0.007 to 0.009 0.82

CI: Confi dence interval.
Y or dependent variable: birthweight (kg).
R2 � 0.68.
Residual SD � 0.244 kg.
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If we suspect that observed differences, or imbalance, between the groups 
at the start of the study may have affected the outcome we can use multiple 
regression analysis to adjust for these.2 In this case we are rarely interested in 
estimating the effect of these baseline differences. Thus we do not necessarily 
wish to report the regression coeffi cients for these covariates, but we want to 
ensure that any estimates of the differences between groups that are produced 
have taken account of them. Table 7.6 shows the recommended way of tabu-
lating outcomes after adjusting for other (nuisance) variables. The unadjusted 
treatment effect (with its confi dence interval) should be presented alongside 
the adjusted treatment effect (with its confi dence interval). The P-values from 
the two hypothesis tests can also be reported, although this is not essential. The 
footnote makes clear what covariates have been used to adjust the treatment 
comparison between the groups – again this information should be made 
clear either in the table or the title. In this example the outcome, 12 month 
SF-36 pain score, was adjusted for baseline pain score and four other baseline 
covariates: duration of current episode of pain (in weeks), expectation of back 
pain in 6 months, SF-36 physical functioning and reported pain in legs.

It is important to make clear the sample size for both the unadjusted and 
adjusted analysis. Ideally they should both contain the same number of sub-
jects. However, frequently some of the covariates used in the adjusted analy-
sis are missing for one or two patients, even though the main outcome for 
these patients was recorded. Table 7.6 shows that 215 (147 acupuncture: 68 
usual care) patients had a valid SF-36 pain score at both baseline and 12 

Table 7.6 Unadjusted and adjusted differences in SF-36 pain outcome scores 
between acupuncture and usual care groups at 12 months4

SF-36  Treatment group   Unadjustedb P-value    Adjustedb P-value
dimensiona      Differencec    Differencec

  Usual care Acupuncture     (95% CI)   (95% CI)

  n Mean   n Mean     
  (SD)  (SD)

Pain 68 58.3  147 64.0           5.7    0.12          6.0   0.07
  (22.2)  (25.6) (�1.4 to 12.8) (�0.6 to 12.6)

CI: Confi dence interval.
aThe SF-36 pain dimension is scored on a 0–100 (no pain) scale.
bn � 212 difference adjusted for baseline pain score and other baseline covariates: 
duration of current episode of pain (in weeks), expectation of back pain in 6 months, 
SF-36 physical functioning and reported pain in legs.
cImprovement is indicated by a positive difference on the SF-36 pain dimension.
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months follow-up. For the adjusted analysis, three patients did not have one 
or more of the covariates recorded at baseline, so they are excluded from 
this analysis. In this example, it is unlikely that excluding three patients 
from the adjusted analysis will affect the comparisons between the unad-
justed and adjusted treatment effects.

7.7 Reporting results for repeated measures data

In many studies it is common for there to be several follow-up assessments, 
resulting in repeated measures data. For example, RCTs are by their defi ni-
tion prospective longitudinal studies. Patients are randomly allocated to dif-
ferent treatments and followed over time and patients are often measured at 
several time points.

Repeated measurements data must be analyzed carefully and this should be 
refl ected in the methods chosen to display them. A series of hypothesis tests 
comparing the groups at each follow-up time point is not  recommended, 
although this is often found in the medical literature. The data must be 
either modelled properly7 or the repeated assessments can be aggregated into 
a single summary measure (such as the area under the curve (AUC)) and this 
can then be compared between groups.8 As part of the acupuncture trial, the 
patients’ HRQoL was assessed at baseline (0), 3, 12 and 24 months using the 
SF-36.4 Table 7.7 shows one way of presenting such data for the pain dimen-
sion of the SF-36.

In Table 7.7 the SF-36 pain scores are not tested at each time point. 
The results of hypothesis tests and confi dence intervals are only presented 
for the two summary measures in the last two rows of the table, mean
follow-up pain score and pain AUC. The sample size at each of the follow-
up time points varies and therefore it is important to report the sample size 
for each row of the data. If the sample size varies considerably across assess-
ment times Table 7.7 can be redrawn for only those patients who completed 
all four assessments. This makes it easier to see how the mean pain scores 
vary over time for the same patients.

The data in Table 7.7 can be plotted as a line graph (Figure 7.4), with a 
separate line for each group. Figure 7.4 clearly shows how the pain outcome 
varies both over time and between groups. The groups have similar mean 
pain scores at baseline and 3 months, but by 12 and 24 months follow-up the 
mean scores have started to diverge with the acupuncture group having the 
better outcome. If the sample size varies across time it is important that 
the time points are not joined using solid lines, since we are not measur-
ing the same people at each time point. If the plot had been only for those 
individuals who had data at each time point it would be legitimate to join 
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Table 7.7 Mean SF-36 pain scores over time by treatment group with all valid 
patients at each time point4

SF-36  Treatment group      Mean P-valuec

dimensiona   differenceb

 Usual care Acupuncture   (95% CI)

 n  Mean (SD)  n  Mean (SD)

0 m – SF-36 pain 80 30.4 (18.0) 159 30.8 (16.2)
3 m – SF-36 pain 71 55.4 (25.4) 146 60.9 (23.0)
12 m – SF-36 pain 68 58.3 (22.2) 147 64.0 (25.6)
24 m – SF-36 pain 59 59.5 (23.4) 123 67.8 (24.1)

Mean follow-up  76 57.2 (19.8) 153 63.4 (20.9)      6.3  0.03
SF-36 pain score       (0.6–12.0)

Pain AUC 55 127.1 (41.7) 118 141.1 (44.6)     14.0  0.05
     (�0.1 to 28.1)

CI: Confi dence interval.
aThe SF-36 pain dimension is scored on a 0 (alot) to 100 (no) pain scale.
bA positive mean difference indicates the acupuncture group has the better HRQoL.
cP-value from two independent samples t-test.

Figure 7.4 Profi le of mean SF-36 pain scores over time by treatment group.4
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the mean pain scores together with solid lines. One other important feature 
of this graph is the exclusion of confi dence intervals for the means at each 
time period. To do so would be to imply that it is appropriate to compare 
the groups at each time point. As it is inappropriate to perform a signifi -
cance test at each time period, so it is inappropriate to include confi dence 
intervals for the estimates of the mean at each time point.

7.8 Randomised controlled trials

It is important that RCTs are reported adequately, since they have consid-
erable potential to affect patient care. Concern over the variability in the 
quality of the reporting of RCTs in the medical literature lead to the devel-
opment of the Consolidation of Standards for Reporting Trials (CONSORT) 
statement.9 It consists of a fl ow diagram and a checklist of 22 items which 
should be reported in the paper for every RCT (see Table A7.1 in the appen-
dix). While the CONSORT statement was designed to be used to report the 
results of RCTs, only 5 of the 22 items in the checklist specifi cally apply to 
RCTs and the majority of the items are applicable for most other studies
that collect quantitative data. Therefore we recommend that the fl ow dia-
gram and CONSORT checklist be used as a guideline for the reporting 
of the results of other studies including cross-sectional surveys and other 
observational studies. More details can be found at http://www.consort-
statement.org.

7.9 Patient fl ow diagram

Figure 7.5 shows a CONSORT fl ow diagram for the acupuncture trial.4 It 
allows readers to understand quickly how many eligible participants were 
randomly assigned to each arm of the trial and whether there are any 
imbalances with respect to the numbers of patients withdrawing from or 
failing to comply with their assigned treatment. The group allocation was 
on a 2:1 basis in favour of acupuncture and from Figure 7.5 it is easy to see 
that of the 241 eligible patients consented to be randomised, 160 patients 
were offered acupuncture and 81 were allocated to usual care. One patient 
in each group withdrew from the study immediately after randomisation. 
Ideally the reasons for patients dropping out should be recorded. At 12 
months follow-up there were 215 patients with outcome data available for 
analysis (147 in the acupuncture group and 68 in the usual care group). By 
24 months follow-up the number of patients with data available for analysis 
had dropped further to 182.
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7.10 Comparison of entry characteristics

The fi rst table in the report of a RCT should provide a summary of the 
entry or baseline characteristics of the patients in the study groups. It is 
important to show that the groups are similar with respect to variables that 

Figure 7.5 Patient progress through trial: CONSORT fl ow chart for acupuncture study.4
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Table 7.8 Baseline characteristics of patients by treatment group4

Characteristic Treatment group

 Usual care Acupuncture

      n Mean or %     n Mean or %

Age (years)   80 44.0 159 41.9
  (range)   (20–64)  (26–64)

Duration of back   80 16.7  159 17.1
  pain (weeks) (SD)   (14.6)  (13.5)

SF-36 pain (SD)  80 30.4  159 30.8
   (18.0)  (16.2)

Gender Male 34/80 (43) 60/159 (38)

Number of previous  None 13 (16) 25 (16)
  episodes of low  1–5 23 (29) 57 (36)
  back pain �5 44 (55) 77 (48)

Expectation of back Better 30 (38) 80 (51)
  pain in 6 months Same 37 (46) 56 (35)
 Worse 12 (16) 21 (13)

may have an impact on the patient’s response,10 although performing a 
hypothesis test to compare the baseline characteristics of the groups is not 
recommended. If the randomisation has been performed properly, any dif-
ferences between the two treatment groups must be due to chance.

The table of baseline characteristics, such as Table 7.8 for the acupunc-
ture trial allows the reader to see if there are any variables with known or 
suspected prognostic importance that are not closely balanced between the 
groups. Data for the intervention and control groups are reported in col-
umns and the baseline variables are reported by row. For the categorical out-
comes the percentages are also reported; this helps compare the two groups, 
since the 2:1 randomisation schedule has resulted in twice as many patients 
in the acupuncture arm of the trial. For outcomes with only two categories 
the result should be given as x/n (y%). For more than two categories the 
total should be given as a separate row to avoid repeating it for each category 
and to enable a check that all categories are present. In this way we can see 
there is one missing value in ‘expectation of back pain’ in the control group 
and two missing values in the intervention group.

From the CONSORT fl ow diagram in Figure 7.5 we see that 241 patients 
were randomised in the acupuncture study but only 182 (i.e. 75% of the 
original cohort) had outcomes at 24 months that were analysable. In the 
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Table 7.9 Baseline characteristics of patients of all recruited patients (n � 239) vs. 
those with outcomes for analysis at 24 months (n � 182) by group4

Characteristic Treatment group

 Usual care Acupuncture

 All patients Analysed at All patients Analysed at
 (n � 80) 24 months (n � 159) 24 months 
  (n � 59)  (n � 123)

  n Mean n Mean n Mean n Mean

Age (years)  80 44.0  59 45.5  159 41.9 123 42.5
  (range)   (20–64)  (20–64)  (26–64)  (26–64)

Duration of   80 16.7 59 16.0  159 17.1  123 17.0
  back pain   (14.6)  (14.1)  (13.5)  (13.3)
  (weeks) (SD)

SF-36 pain  80 30.4  59 29.9  159 30.8  123 30.8
  (SD)   (18.0)  (18.7)  (16.2)  (16.6)

Gender Male 34 (43%) 23 (39%)  60 (38%)  44 (36%)

Number of  None 13 (16%) 10 (17%)  25 (16%)  20 (16%)
  previous  1–5 23 (29%) 16 (27%)  57 (36%)  42 (34%)
  episodes �5 44 (55%) 33 (56%)  77 (48%)  61 (50%)
  of low back
  pain

Expectation Better 30 (38%) 25 (42%)  80 (51%)  57 (47%)
  of back pain Same 37 (46%) 23 (39%)  56 (35%)  47 (39%)
  in 6 months Worse 12 (16%) 10 (17%)  21 (13%)  17 (14%)
 Don’t  1 (1%)  1 (2%)   1 (1%)   1 (1%)
 know

original cohort of 239 patients Table 7.8 clearly shows that the two groups 
were well matched at baseline. However, withdrawal may be caused by treat-
ment-related side effects. Whatever the reason, the incomplete data may 
compromise the initial baseline balance between the two treatment groups. 
Thus a table comparing the baseline characteristics of those randomised with 
those actually analysed is also useful, though rarely reported (Table 7.9).

7.11 Forest plots

A forest plot is commonly used for displaying the quantitative results of 
studies included in meta-analyses and systematic reviews. The forest plot 
consists of a graph that shows the estimated effect and the corresponding 
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Figure 7.6 Forest plot of OR of death or acute coronary syndrome (for statins vs. no statins) in 10 non-cardiac surgery studies investigating 
the use of statins during the perioperative period to reduce the risk of cardiovascular events.11
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confi dence interval from each study. The forest plot can also be used for 
 displaying the results of different outcomes within the same study, provided 
that they are measured on the same scale (see Figures 7.2 and 7.3). Figure 7.6 
is an example of a forest plot from a meta-analysis of 10 non-cardiac sur-
gery studies investigating the use of statins during the perioperative period 
to reduce the risk of cardiovascular events.11 The outcome for each study 
was the OR of death or acute coronary syndrome for statins vs. no statins.

Figure 7.6 contains both graphical and tabular elements. Data from each 
study are summarised in horizontal rows, with the name of the study’s fi rst 
author, the year of publication, summary measure of the treatment effect 
and confi dence interval and the percentage weight each study is given in the 
overall meta-analysis. The estimates of the treatment effect are marked by 
squares and the associated uncertainty shown by horizontal lines extend-
ing between the upper and lower confi dence intervals. The size of the 
block  varies between studies to refl ect the weight given to each in the meta-
analysis, more infl uential studies having the larger blocks. In addition this 
counters a tendency for the viewer’s eyes to be drawn to the studies which 
have the widest confi dence interval estimates, and are therefore graphically 
more impressive (but are the least signifi cant).12 Sometimes, too, the indi-
vidual lines are ordered by date of study (as here), by some index of study 
quality or by the point estimate of effect size.

The overall estimate of effect from all the studies combined is marked at 
the bottom of the plot as a diamond, the central points indicating the point 
estimate while the outer points mark the confi dence limits. A vertical line 
is drawn on the chart at the meta-analytical point estimate. From the plots 
it is often possible to assess visually the degree of heterogeneity in study 
results by noting the overlap of confi dence intervals of individual studies 
with the overall combined point estimate from the meta-analysis.

7.12 Funnel plots

Funnel plots are a particular type of scatter plot used to detect publication 
bias in meta-analyses and systematic reviews.13 For each study in a review 
the estimated treatment effect is plotted against a measure of trial preci-
sion such as the variance or SE of the treatment effect, or study sample size 
(Figure 7.7). In a change from the standard graphical practice for scatter 
plots where the outcome variable or treatment effect is plotted on the verti-
cal axis (see Chapter 5), funnel plots depict precision (variance of the treat-
ment effect or sample size) on the vertical axis and the treatment effect on 
the horizontal axis. The overall combined summary from the meta-analysis 
may be marked by a vertical line.
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When all study results are published it is expected that the studies will 
have a symmetrical distribution around the average or overall effect line, 
the spread of studies with low precision being larger than that of studies 
with high precision, resulting in a funnel-like shape. Some graphs mark 
the funnel with lines within which 95% of studies would fall were there no 
between-study heterogeneity. The choice of the measure of treatment effect 
and the measure of precision makes a difference to the shape of the plot. 
Plots of treatment effects against SEs are usually to be preferred, as the fun-
nel will have straight rather than curved sides.13 However, interpretation of 
funnel plots can be diffi cult as there is often an inadequate number of stud-
ies. Assessing the causes of funnel plot asymmetry is also diffi cult because 
between study heterogeneity; relationships between study quality and sam-
ple size; and publication bias, can all cause similar patterns in funnel plots.14

7.13 Summary

Multiple logistic regression:
• Report the sample size that the multiple logistic regression model is 

based on.

Figure 7.7 Funnel plot of SE of the treatment effect against OR of death or acute 
coronary syndrome (for statins vs. no statins) in 10 non-cardiac surgery studies 
investigating the use of statins during the perioperative period to reduce the risk of 
cardiovascular events, with the overall effect size (OR of 0.70).11
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• As a minimum give the estimated OR (for the regression coeffi cient) its 
confi dence interval and associated P-value.

• It is also helpful to give the Hosmer and Lemeshow goodness of fi t 
test value, degrees of freedom and P-value so that the reader can judge 
whether or not the model adequately fi ts the data.

Multiple linear regression:
•  As a minimum, give the regression coeffi cient the confi dence interval and 

the P-value.
•  It is also helpful to give the R2 value so that the reader can judge the 

strength of the relationship.
•  It can be helpful to give the SE and the t statistics (ratio of coeffi cient to 

SE), and also the residual SD, so that prediction error s can be calculated.

Comparing of two or more groups:
• Each column should represent a different group.
• Each row should represent a different outcome variable.
• The number of observations in each group should be stated. If these differ 

for different outcome variables (e.g. due to missing values) this should be 
clear.

• When presenting means, SD and other statistics, consider the precision of 
the original data. Means should not normally be given to more than one 
signifi cant fi gure than the raw data, but SD or SEs may need to be quoted 
to one extra signifi cant fi gure.

• For continuous outcomes, the SD should be used to show variability 
among individuals and the SE of the mean should be used to show the 
precision of the sample mean. It should be clear which is presented.

• The � symbol should not be used to attach the SE or SD to the mean (as 
in 5.7 � 1.6). It is preferable to present these as 5.7 (SE 1.6) or 5.7 (SD 3.6).

• For binary categorical outcomes, report the proportion or percentage of 
the group who have the outcome of interest along with the numerator 
and the denominator.

• Percentages should be quoted to no more than 1 decimal for samples of 
more than 100. With samples of less than 100 the use of decimal places 
implies unreasonable precision and should be avoided.

• When percentages are contrasted it should be clear whether it is the abso-
lute difference or a relative difference that is being reported. For example, 
a reduction from 25% to 20% may be expressed as an absolute difference 
of 5% or a relative difference of 20%.

• Exact P-values (to no more than two signifi cant fi gures), such as P � 
0.041 or P � 0.59 should be reported. It is not necessary to specify levels 
of P lower than 0.001 and this can be written as P � 0.001 in the table.



86  How to Display Data 

• The coverage of the confi dence interval (e.g. 90% or 95%) should be 
clearly stated.

• Confi dence intervals should be presented as ‘�1.4 to 12.8’ rather than 
using the � symbol or the dash symbol to separate the upper and lower 
limits.

Randomized controlled trials
• Use the checklist from the CONSORT statement to help with the report-

ing of the trial.
• Include a fl ow diagram to describe the fl ow of patients (and patient num-

bers) through the trial. Make clear the number of patients randomised 
and the number of patients with data, available for analysis.

• Summarise the entry or baseline characteristics of the patients in the 
study groups with suitable summary statistics using an appropriate table. 
(Data for the study groups should be reported in the columns and the 
baseline variables by row.)

• Summarise the outcome variables (in rows) for the study groups (in 
columns) with appropriate summary statistics in a table. Report the 
estimated treatment effect, and its associated confi dence interval (and P-
value) from the comparison of the outcomes between the study groups.

• Use a forest plot to display the quantitative results of studies included in 
meta-analyses and systematic reviews. The forest plot can also be used for 
displaying the results of different outcomes within the same study, pro-
vided that they are measured on the same scale.

• Use a funnel plot to detect publication bias in meta-analyses and system-
atic reviews.
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Appendix

Table A7.1 CONSORT checklist of items to include when reporting a randomised trial9

 Item No. Descriptor

Title and abstract 1 How patients were allocated to interventions.

Introduction

Background 2 Scientifi c background and explanation of rationale.

Methods

Participants 3 Eligibility criteria for participants and the settings
  and locations where the data were collected.

Interventions 4 Precise details of the interventions intended for
  each group and how and when they were actually
  administered.

Objectives 5 Specifi c objectives and hypotheses.

Outcomes 6 Clearly defi ned primary and secondary outcome
  measures and, when applicable, any methods
  used to enhance the quality of measurements
  (e.g. multiple observations, training of assessors).

Sample size 7 How sample size was determined and, when
  applicable, explanation of any interim analyses and
  stopping rules.

Randomisation
Sequence  8 Method used to generate the random allocation
generation  sequence, including details of any restriction
  (e.g. blocking, stratifi cation).

Allocation  9 Method used to implement the random allocation
concealment  sequence (e.g. numbered containers or central
  telephone), clarifying whether the sequence was
  concealed until interventions were assigned.

Implementation 10 Who generated the allocation sequence, who
  enrolled participants and who assigned participants
  to their groups.

Blinding (masking) 11 Whether or not participants, those administering
  the interventions, and those assessing the
  outcomes were blinded to group assignment.
  When relevant, how the success of blinding was
  evaluated.

Statistical methods 12 Statistical methods used to compare groups for
  primary outcome(s). Methods for additional
  analyses, such as subgroup analyses and adjusted
  analyses.

(Continued)
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Table A7.1 (Continued.)

 Item No. Descriptor

Results
Participant fl ow 13 Flow of participants through each stage 
  (a diagram is strongly recommended). Specifi cally,
  for each group report the numbers of participants
  randomly assigned, receiving intended treatment,
  completing the study protocol and analysed for 
  the primary outcome. Describe protocol deviations
  from study as planned, together with reasons.

Recruitment 14 Dates defi ning the periods of recruitment and
  follow-up.

Baseline data 15 Baseline demographic and clinical characteristics 
  of each group.

Numbers analysed 16 Number of participants (denominator) in each
  group included in each analysis and whether the
  analysis was by ‘intention-to-treat’. State the 
  results in absolute numbers when feasible 
  (e.g. 10/20, not 50%).

Outcomes and  17 For each primary and secondary outcome, a
estimation  summary of results for each group, and the
  estimated effect size and its precision (e.g. 95%
  confi dence interval).

Ancillary analyses 18 Address multiplicity by reporting any other 
  analyses performed, including subgroup analyses
  and adjusted analyses, indicating those 
  pre-specifi ed and those exploratory.

Adverse events 19 Address multiplicity by reporting any other 
  analyses performed, including subgroup analyses
  and adjusted analyses, indicating those 
  pre-specifi ed and those exploratory.

Discussion

Interpretation 20 Interpretation of results, taking into account study
  hypotheses, sources of potential bias or imprecision
  and the dangers associated with multiplicity of
  analyses and outcomes.

Generalisability 21 Generalisability (external validity) of the trial
  fi ndings.

Overall evidence 22 General interpretation of the results in the context
  of current evidence.
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Chapter 8 Time series plots and
survival curves

8.1 Introduction

This chapter outlines good practice when displaying data that are ordered in 
time. These data can arise either as a result of the monitoring of a particular 
event or events across a population over time (time series) or following up 
individuals over time to measure their time to a particular event (survival 
analysis). This chapter is not concerned with repeated measures outcome 
data as they have already been dealt with in Chapter 7.

8.2 Time series plots

A time series is a series of observations ordered in time. It differs from
the repeated measures data discussed in the previous chapter in two
ways:
1 Usually there is only one replication of the data, for example one subject’s 

heart rate monitored over time, or the annual death rates of one country 
over time. With repeated measures we have more than one subject under 
consideration.

2 There are many time points. Typically in patient monitoring thousands 
of points are sampled.

An example of a time series plot is given in Figure 8.1. The data are the 
number of infant deaths per day in England and Wales over a 7-week period 
during 1979.1 The important points to consider when drawing a time series 
are that time should be on the X-axis (horizontal) and the series of events 
that are being monitored, the observations, are on the Y-axis (vertical). In 
addition, adjacent points should be joined by straight lines. If the origin has 
been omitted this should be made clear, as here, by two diagonal lines on the 
axis line. Care should be taken when examining published time series plots. 
They are often used in newspapers and a common trick is not to show the 
origin, so that a small trend can appear magnifi ed. This is discussed in more 
detail in Section 2.3.
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8.3 Lowess smoothing plots

Lowess smoothing plots are a useful way of displaying some time series 
data.2 They are described in more detail in Section 5.3, where they are 
applied to continuous data. For time series they are useful for investigating 
non-linear trends, as demonstrated here. Figure 8.2a shows the number of 
prescriptions for non-selective serotonin reuptake inhibitors (SSRIs), a type 
of antidepressant, over a 3.5-year period, from 2002 to 2006 for one general 
practice in Yorkshire, England (Senior J., Personal Communication, 2006). 
The scatter plot seems to show a generally increasing trend, with more scatter 
towards the end. However, fi tting a lowess smoothing curve with bandwidth 
of 50% suggests that in fact the number of prescriptions peaked at around 
month 30 (Figure 8.2b). This corresponds to the time when national guide-
lines were published by NICE recommending that SSRIs should be prescribed 
in preference to non-SSRIs for the treatment of depression. The peak is sug-
gested by the data, and so lowess plots are useful for data exploration, but not 
for testing hypotheses. Note that as the Y-axis does not begin at the origin 
(value 0) this has been indicated by two parallel lines.
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Figure 8.2 Scatterplot and lowess smoothing plot of monthly prescriptions for 
non-SSRIs antidepressants, for a general practice over 42 months from 2002 to 2006 
(Senior J., Personal Communication, 2006): (a) without lowess smoothing plot and
(b) with lowess smoothing plot.
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8.4 Survival

The major outcome variable in many clinical trials is the time from ran-
domisation and start of treatment to a specifi ed critical event. The length of 
time from entry to the study to when the critical event occurs is called the 
survival time. Examples include patient survival time (time from diagnosis 
to death), length of time that an indwelling cannula remains in situ, or the 
time a serious burn takes to heal. Even when the fi nal outcome is not an 
actual survival time, the techniques employed with such time-to-event data 
are conventionally termed ‘survival’ analysis methods. An important feature 
of such data is the censored observation, which relates to people who have 
not suffered an event. Censored observations can happen before the last 
known follow-up time, if people are lost to follow-up, or they are removed 
from the ‘at risk’ dataset for some other reason. Alternatively, they can occur 
if at the last known follow-up time a number of subjects remain who have 
not had an event. More details are given in Chapter 10 of Campbell et al.3

The conventional plot for survival data is the Kaplan–Meier survival plot. 
This plots the proportion of a group surviving, on the Y-axis, against time, on 
the X-axis, and allows for censored observations. Figure 8.3 shows a typical 

Figure 8.3 Kaplan–Meier survival plot of 25-year follow-up of slate workers (n � 726) 
and controls (n � 529).4
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plot, which displays the survival of 726 slate workers from 1975 to the present 
day, compared to the survival of 529 controls who were matched by age and 
smoking habit.4 Interestingly, the slate workers appear to have better survival 
than the controls.

However, there are a number of problems with this type of plot. If mor-
tality is low, as it is here, much of the graph is occupied by white space. 
There is no information about the numbers in each group at particular time 
points as people die and are censored, the number of people who are at risk 
at any one time point (number of observations that make up the curves) is 
reduced. Finally, there is no indication about whether the differences could 
have arisen by chance.

Particularly when survival is high it is often better to plot mortality (plots 
going up) rather than survival (plots going down).5 Though this is not the 
Kaplan–Meier curve of convention, when mortality is low this can reduce 
the amount of paper that is blank. Thus Figure 8.4 redraws the earlier data, 
using the method highlighted by Pocock et al. and addresses the other issues 
mentioned above. The numbers at risk are included along the horizontal 
axis and the hazard ratio, together with its corresponding P-value has been 
added to the plot.

Figure 8.4 Informative survival plot of slate workers mortality.4
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For some outcomes, where the result is a positive or favourable event, such 
as a wound or burn healing then it is defi nitely preferable to have the plots 
going up, that is, plot the proportion healed. Figure 8.5 gives an example, 
from the leg ulcer study data used in earlier chapters.6 All patients began the 
study with a leg ulcer which was treated either in a specialist clinic or by a 
district nurse at home. One of the principal outcomes was the time to com-
plete leg ulcer healing. In this example, the vertical axis records the cumulative 
proportion of patients whose initial leg ulcers healed during the 12-month 
follow-up period. Figure 8.5 also indicates the censored times as crosses (�) 
on the lines. This is a useful convention when the amount of data is not too 
large. Note how the survival curves do not change at these points.

Another important problem with conventional survival curves is a ten-
dency to over-interpret the right-hand side of the fi gure. At this point the 
curves are based upon fewer and fewer observations because a large propor-
tion of the subjects have already suffered an event, or are censored before 
that time point. If the longest survival time in each group is associated with 
a death, then if there are a number of censored data the graph can show an 
abrupt change. For example the lines in Figure 8.3 would show a sudden 

Figure 8.5 Healing times of initial leg ulcers by study group.6
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drop to zero at the right-hand side if the last person observed had died. It 
may be sensible only to plot the data until a small percentage (say 10%) of 
the subjects remain.

Some authors advocate plotting standard errors or confi dence intervals 
on these graphs, but this is not to be recommended, since what is of interest 
is the contrast between the curves and this is best summarised by a hazard 
ratio and confi dence interval and P-value.

Summary

Time series plots:
•  Observations should be on the vertical axis and time should be on the 

horizontal axis.
•  Adjacent points should be joined by straight lines.
•  Lowess plots can be useful for exploring non-linear trends in time series 

data.
Survival curves:
•  Plot one minus probability of survival on the vertical axis and time on the 

horizontal axis.
•  Clearly label the scales on vertical and horizontal axes.
•  Put ticks on the curves at the points where data are censored.
•  Show the numbers at risk at suitable time points along the X-axis.
•  Give some measure of the contrast between curves, such as a hazard ratio 

and confi dence interval or a P-value.
•  Do not put confi dence intervals on individual survival curves.
•  Be cautious in interpreting the shape of survival curves. The problems 

include fewer patients and so poorer estimation at the right-hand end; 
lack of any pre-specifi ed hypothesis; and lack of power to explore subtle-
ties of curve differences.
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Chapter 9 Displaying results
in presentations

9.1 Introduction

The principle aim of any research presentation or paper is to communicate 
the results of a study. An important aspect of this is to have an awareness 
of the intended audience and format available for conveying the relevant 
information. Whilst the main principle involved when displaying results 
in either presentations or papers is similar – above all else keep it simple –
different formats lend themselves to different types of display, and what is 
appropriate for a paper or poster may not be appropriate for a presenta-
tion. This chapter will focus on how to present information to an audience 
as part of a seminar or presentation, including how to design good quality, 
readable slides. These, as much as the person presenting, can make or break 
a presentation. How to present results in papers has been covered in previ-
ous chapters.

When giving an oral presentation to an audience there are several points 
to be considered. It is important to have an awareness of who the audience 
are; what information is to be presented and how this information is to be 
delivered. An integral part of presenting information verbally is having a set 
of well-designed slides containing information appropriate to the audience. 
Well-designed slides and good visuals can be enormously useful and greatly 
enhance a presentation, whilst poorly designed slides with inappropriate 
visuals can spoil an otherwise informative presentation. Much of this sec-
tion will be concerned with good slide design, as this is an area that is of 
fundamental importance when communicating information to an audience: 
there is little use having good quality tables and charts if the slides them-
selves are badly designed and diffi cult to read.

Often presentations, particularly at a conference or seminar have to be 
given in a limited amount of time and much information has to be con-
veyed to the audience in that time. Slides should be used to illustrate key 
points, and should not be read out aloud. As it is possible to elucidate key 
points verbally in a presentation, there is less need for explanatory text in 
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slides and they should not appear crowded. It is important to think like 
someone in the audience and to consider what it is that the audience will be 
seeing and hearing. Charts can be particularly useful as part of a presenta-
tion as they can be read quickly, and the key points can be highlighted more 
easily than if a table were used.

9.2 Graphic design of slides

This section will cover the four basic elements of graphic design as they 
relate to slide design: text, pictures and graphics, colour, and space. 
Designing layouts that involve text, pictures, colour and space is not an 
exact science and there are no hard and fast rules, as what works in one situ-
ation will not work in another. Design is about manipulating these four ele-
ments. They are all related and it is almost impossible to alter one without 
it impacting on at least one of the others. For example, the size of the text 
employed will affect the amount of space available on the slide. However, 
the following sections will provide some basic guidance to ensure that your 
slides are legible, understandable and enhance your presentation.

It is important to keep the style of the slides, including the text, colour 
and any graphic effects consistent throughout a presentation. The choice 
of font style and graphics can help with the image that you want to por-
tray. The overall look of your slides and the font style and graphics choices
are part of the image/impression that you want to convey – be smart in
your choices and avoid overly fl ashy styles. These will distract from your 
message.

9.3 Text

There is much to consider when thinking about the text used for slides. An 
initial question concerns the typeface. At their most fundamental, typefaces 
can be divided into two styles, serif and sans serif typefaces and different ones 
can be used to create different impressions. Serif typefaces are those with 
structural details at the end of each stroke. The most commonly used exam-
ples are Times New Roman and Garamond (Table 9.1). Whilst Times New 
Roman is highly legible on paper, it can be diffi cult for an audience to read 
on presentation slides and, in general, serif typefaces, particularly the more 
ornate ones such as Monotype Corsiva, should be avoided for presentations. 
Sans serif typefaces (from the French ‘sans’ meaning ‘without’) do not have 
fl ourishes at the end of each letter and common examples include Arial and 
Verdana (Table 9.1). Sans serif typefaces are easier for an audience to read and 
should be used for the text on slides. Text is always meant to be read and so 
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when considering text on slides it is important to bear this principle of leg-
ibility in mind Figure 9.1 shows an example of a slide which is overcrowded.

Table 9.1 Examples of common typefaces

Examples of common serif typefaces Examples of common sans serif typefaces

Times New Roman Arial
Garamond Verdana
Book Antiqua Comic Sans MS

No more than two fonts should be used on any slide and text should not 
take up more than half the visible area. As a good rule of thumb slides should 
be limited to about six lines of text and no more than six words per line. If 
this makes it diffi cult to fi t all the points onto a single slide then it is best to 
break up the points and use more than one slide Figure 9.2 shows how the 
slide in Figure 9.1 could be split into two slides to improve legibility.

A slide with all the text in capital letters is more diffi cult to read than a 
mixture of upper and lower case letters and capitals should only be used for 

Figure 9.1 Example of over-crowded slide.

What do we mean when we talk about bivariate data?

• Data where there are two variables
• The two variables can be either categorical, or numerical
• This session we are dealing with continuous bivariate data i.e. both
 variables are continuous
• We have also looked at categorical bivariate data …

Number who die from
rhabdomyolysis
Number alive or died from
other causes

2 1

Baycol Other statins

Total 1,000,000 10,000,000

999,998 9,999,999

• There are two binary (categorical) variables
 – Type of stain (Baycol/other)
 – Whether died of rhabdomyolysis or not
• From these data we examined the risk of death from
 rhabdomyolysis of Baycol compared to other statins

… categorical bivariate data example from Risk lecture
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the fi rst character of titles, bullets or names. In general a font size of at least 
28 points should be used for the titles and at least 18 points for the main 
body of the text. As a rough guide if your slide can be read from a distance 
of about 1 m on a 14 in. computer monitor then it will be legible to an audi-
ence when projected (although this will depend upon the size of the room 
and the size of the screen it is being projected onto).

Text is best highlighted using spacing, italics or colours since underlined or 
bold text is less easy to read when highlighted. Grouping text can be an effective
means of emphasising points and is particularly useful when building up lists 

(a)

What do we mean when we talk about bivariate data?

• Data where there are two variables
• The two variables can be either

categorical, or numerical
• This session we are dealing with continuous

bivariate data i.e. both variables
are continuous

• We have also looked at categorical
bivariate data …

Figure 9.2 The same slide split into two separate slides, using a single font type: (a) 
part 1 of information in Figure 9.1 and (b) part 2 of information in Figure 9.1.

(b)

… categorical bivariate data
example from Risk lecture

• There are two binary (categorical) variables
 – Type of statin (Baycol / other)
 – Whether died of rhabdomyolysis or not

• From these data we examined the risk of death from
rhabdomyolysis of Baycol compared to other statins

Number who die from
rhabdomyolysis
Number alive or died from
other causes

2 1

Baycol Other statins

Total 1,000,000 10,000,000

999,998 9,999,999
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of opposing views, although it can make the slide layout more complex. Figure 
9.3 illustrates this using some data taken from a survey of medical students 
asking them about the medical statistics teaching that they had received. As 
part of this teaching they were asked what they had found most and least use-
ful about the teaching. On the left-hand side are what they had found most 
useful and on the right-hand side what they had found least useful. In this slide 
the presenter is able to contrast how similar the two lists are – whilst some stu-
dents found the small group useful, others did not, and whilst some students 
wanted more mathematics, others found the level already too diffi cult.

The lists in Figure 9.3 use bullet points to emphasise key points. Bulleted 
lists can be an effective way of guiding an audience through the main points 
of a slide, particularly when used in combination with the animation feature 
so that each point appears in order as and when required. In keeping with 
the recommended number of lines, it is best to have no more than six bul-
let points on a slide, have them appear one at a time without special effects 
and then have them ‘grey out’ as the next one appears. This will give greater
control of pace. There are a great many different animation effects that can 
be used with bulleted lists, but the simplest is the best, otherwise a pres-
entation can appear rather gimmicky and detract from the message being 
presented.

Figure 9.3 Use of bullet points to emphasise key points.

And what do the students think?

What did the students find
most useful:

• small group sessions

• lectures and lecture
   notes

• the videos

• first two lectures

• clinical examples

• logical and clear to understand

What did the students find
least useful:

• the group sessions

• the lectures as they are
   too hard

• the videos

• the early sessions

• clinical scenarios

• too much stats



Displaying results in presentations  103

9.4 Pictures/graphics: including the use of
graphics and clip art

With pictures, clip art and graphics animations it is easy to get carried away 
with ‘gee-whiz’ effects. However, it is worth resisting the temptation as much 
as possible, to ensure that the audience remain focussed on you and your 
message. Use only those that are absolutely integral to the presentation as 
anything else will look fl ashy and as stated previously will detract from the 
information being presented. Having said this, provided they are relevant 
and suit the subject material they can be useful for livening up an otherwise 
dull presentation, particularly if the subject matter is rather dry. By using 
animations sparingly they will have a greater impact when you do use them. 
One fi nal note on animation effects is the use of slide transitions. These 
are the effects that are applied to slides as the presentation moves from one 
slide to the next. Although many different ones exist, as with other advice 
throughout this chapter, keep it simple. The more elaborate a transition 
effect, the more it will detract from a serious presentation.

9.5 Colour

The appropriate use of colour can greatly enhance a presentation, but 
as with all other aspects of slide design there are a few guidelines that can 
improve its use. The two most important areas where colour can be used 
are with the text and with the background. When projected onto a screen, 
light coloured text against a dark background (either as a solid colour or 
shaded gradient) works best.

Colour can be used to highlight text within a slide but care should be 
taken to not get carried away with lots of different colours. No more than 
three colours should be used on a single slide. It is important to consider 
the combination of colours to be used, as some colours work well together 
whilst others do not. Briefl y, there are three primary colours, red, blue and 
yellow and these, together with black and white can be used to form any 
other colour. When two of the primary colours are mixed together they 
form the secondary colours, orange (red and yellow), purple (blue and 
red) and green (blue and yellow). These colours can then be arranged in a
circle to form a colour wheel as in Figure 9.4. Colours that are opposite each 
other on the colour wheel will contrast with each other (complementary 
colours), whilst those that are close will harmonise with each other. A more 
complex colour wheel can be found at http://www.shef.ac.uk/scharr/sec-
tions/hsr/statistics/staff/freeman.html.
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In using colour, it is worth remembering that different colours have dif-
ferent cultural connotations and some colour combinations can be espe-
cially diffi cult for people with particular conditions such as dyslexia or 
colour blindness to read. Consider for example the effect of using both red 
and green to highlight contrasting points in the text – this will be virtually 
indistinguishable for individuals with colour blindness.

9.6 Space

Space is as important as the other elements detailed above and it is essen-
tial not to overcrowd slides as they will look busy and be diffi cult to read. 
Space can be used to break up text and to highlight specifi c points. If there 
is a lot of text on a slide, consider breaking it up and creating two slides, 
as in Figure 9.2. This is also true of subheadings as these can make a slide 
look crowded. These are best avoided and it is better to break major points 
into separate slides rather than have subheadings. As stated in the section 
on text, as a general guide there should be no more than six lines of text per 
slide and six words per line.

Red

Orange

YellowGreen

Blue

Purple

Figure 9.4 Example of a colour wheel. Colours close to each other will harmonise, 
whilst those opposite each other will contrast.
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9.7 Summary slides

Always include an outline slide at the beginning of the presentation and a 
conclusion slide at the end. These should include 3–5 summary points that 
focus on the main points. The fi rst slide should outline what the talk is 
about and guide the audience through the forthcoming presentation whilst 
the summary slide should emphasise the ‘take home’ message and focus 
on the fi nal impression that you want to convey. It is hard to over-emphasise 
the main points as it is important for your audience to be sure of what the 
talk is about.

9.8 Conclusion

Much of this chapter has concentrated on the graphic design of slides. It 
should be noted that although getting the ‘look’ of the presentation is 
important, this should not be at the expense of the content. Graphic design 
is as much about ‘who’ and ‘why’ as about ‘how’. Design is often thought of 
as being about how to make something look attractive, but before thinking 
about how something should look it is important to be sure that you say the 
right thing to the right people in the right way: always keep in mind your 
target audience and desired aims.

Summary

• Keep slides simple.
• Text is meant to be read. Ensure that your slides are legible.
• For slides use light text on a dark background.
• Keep information layout, colours, patterns, text styles, and transitions and 

build effects consistent for all slides in a presentation.
• Maximum of six lines per slide and six words per line.
• Use graphics and animation effects sparingly.
• San serif fonts such as Arial are the more legible for slides.
• Use a minimum font size of 28 points for titles and 18 points for the body 

of text.
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Index

APACHE II score 54
APACHE_O 54, 56
area under the ROC curve (AUC) 56

badly displayed data 9
amount of information 9–11
change of baseline 12
ordering of data 12–14
suppressing the origin 11–12
using images for linear 

contrasts 14–15
bar chart 20–1

clustered bar chart 22–5
count data 29
discontinuous data 39
stacked bar chart 26–7

binary categorical outcomes 66
binary data 2
Bland–Altman plots 52–4
box–whisker plots 40–1

categorical data 1–2, 17
bar chart 20–1
clustered bar chart 22–5
pie chart 17–20
stacked bar chart 26–7
three-dimensional chart 21–2

categorical outcome data 60–1
censored observations 93
clustered bar charts 22–5
colour 18–19, 46, 103–4

complimentary colours 103
primary colours 103

text highlight 103
confi dence interval 83
Consolidation of Standards for 

Reporting Trials (CONSORT) 
statement 78–9

contingency table 23, 66
continuous data 2, 29

box–whisker plot 40–1
dotplot  31
histogram 35–40
stem and leaf plot 31–5

continuous outcome data 70
correlation 43–8
correlation coeffi cient 44–5
count data 2, 29

bar chart 29–31
histogram 39

data 1
types 1–2

data presentation
graphs  5–6
numbers 3
tables 4–5

designing slide layouts 99
discrete data see count data
dotplots 31
‘dynamite plunger plots’ 9

entry characteristics, comparison 
of 79–81

equivalence trial 72
explanatory variable 48, 68, 73, 74



forest plot 71–2, 81–3
funnel plot 83–4

Gaussian distribution see Normal 
distribution

‘gee-whiz’ graph 11, 15
‘gold standard’ 54
graphs 7, 59

bar chart 20–21
Bland-Altman plot 52–4
box–whisker plot 40–1
clustered bar chart 22–25
dotplot 31
forest plot 71, 81–3
funnel plot 83–4
histogram 35–40
Kaplan–Meier survival plot  93
Lowess curve 50–1, 91–2
pie chart 17–20
presentation of 5–6
radar/spider plot 70, 71
ROC curve 54–56
scatter diagram 43, 46, 49, 50, 74
simple 7
stacked bar chart 26–27
stem and leaf plot 31–5
survival plot 93–6
time series plot 90–1

gridlines 4, 6, 59
grouping text 101–2

health-related quality of life (HRQoL) 
measures 63

histogram 35–40
advantage 37
categories 35

interquartile range 40

Kaplan–Meier survival plot 93

limits of agreement 53
limits of equivalence 72, 73

local weighted regression analysis 49
logistic regression analysis 68–9
Lowess curve 49–51, 91–2

median value 34
multiple logistic regression 69
multiple regression analysis 73–4, 75

nominal data 2
Normal distribution 37
numerical data see quantitative data
numerical precision 3, 59
numerical presentation 3

oral presentation 98
slides 98

ordinal data 2
outcome variable 48, 68, 74, 83, 93

Pearson’s correlation coeffi cient 45
pictures/graphics 103

slide transitions 103
pie chart 17–20

categorical data 17
count data 31

plotting data 7
poorly displayed data see badly 

displayed data
predictor variable 48
presentation of data see data 

presentation
presentations 98–105

colour 103–4
graphic design, of slides 99
pictures/graphics 103
space 104
text 99–102

qualitative data see categorical data
quantitative data 2, 29

continuous data 31–41
count data 29
outcomes 69–70
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radar/spider plot 70, 71
randomised controlled trials 78
regression 43, 48–9
repeated measures data 76–8

vs. time series plots 90
response variable 48
ROC curves

analysis 56
for diagnostic test 54

sans serif typeface 99
scatter diagram 43, 46, 48, 50 74
scatterplot see scatter diagram
serif typeface 99
skewed data 37, 39
slides 98

colour 103–4
graphic design 99
pictures/graphics 103
space 104
text 99–102

software 7
space 104
spurious precision 3, 59
stacked bar charts 26–7
stem and leaf plots 31–5
study results reporting 66

entry characteristics, comparison 
of 79–81

forest plots 81–3
funnel plots 83–4
patient fl ow diagram 78
plots, for outcome data 70–3
randomised controlled trials 78
repeated measures data 76–8
tables for

categorical outcomes 66–8
logistic regression analysis 
 results 68–9

quantitative outcomes 69–70
regression analyses results 73–6

survival curves 93–6

tables 7, 59
for baseline characteristics  79–81
for categorical outcome data 60–1, 

66–8
for continuous outcomes 61–3
for logistic regression analysis 68–9
for multiple outcome 

measures 63–4
for multiple regression 

analysis 73–6
presentation 4–5
quantitative outcomes 69–70
for repeated measures data 76

text 99–102
typefaces 99

three-dimensional chart 10, 21–2
time series plot 90
two continuous variables, relationship 

between 43
agreement 51–2
Bland–Altman plot 52–4
correlation 43–8
Lowess curve 49–51
regression 43, 48–9
ROC curve

analysis 56
diagnostic test 54

typefaces
sans serif typeface 99
serif typeface 99

univariate categorical data see 
categorical data

white space 4, 59
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